
SSGS 6111 Biostatistical Analysis and Interpretation
Week 13

Linear Regression
In many biological problems, we would like to know how a given set of variables,

known as predictor variables (also known as covariates), affect a response variable of
interest. A reasonable approach is to attempt to model their relationship in the simplest
way using a linear relation. If this approach fails, then we may consider more complicated
nonlinear relations. Alternatively, we could still attempt a linear model, but after some
suitable transformation has been applied on the raw data.

For simple linear regression, suppose we have a continuous response variable Y , and
a continuous predictor variable x. We could fit Y against x linearly:

Y = a+ bx,

where a is the intercept, and b is the slope of the linear equation. In practice, our choice
of predictor variable is unlikely to explain 100% of the variation in Y , so the values of Y
will not fall exactly along the linear equation. Instead, they generally spread out from
the latter. The difference between the observed Y value and the fitted linear equation is
known as the residual. If the proportion of total variation explained by the residuals is
not too big, then the linear equation is a useful (Figure 1). As with ANOVA, we assume
that the residuals are normally distributed, with zero mean and constant variance. These
assumptions need to be checked using the residual and QQ plots.

If the data fit the linear model well, it is possible to use the resultant linear equation to
predict the response, given the predictor variable value. However, you should be careful
to do this only within the range of empirically observed values. Extrapolation to values
outside of this range is unwise, since there is actually no data to support linearity there.
A good example is the extension of elastic objects, which is approximately linear by
Hooke’s law. After some critical threshold that is material-dependent, the linear relation
between elongation and force applied breaks down.
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Figure 1. Three examples of linear regression. Left: perfect fit with no residuals; middle: good fit with

small residuals; right: poor fit with large residuals.
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Example 1 (continuous predictor variable): Let us revisit the iris data set in Week 8’s
lecture. Run these commands:

iris.setosa <- iris[iris[,5] == "setosa",]

model <- lm(iris.setosa[,4]~iris.setosa[,3])

#Assumption checking

plot(model$fitted, model$residuals, xlab="Fitted", ylab="Residuals")

abline(h=mean(modelSresiduals))

qqnorm(model$residuals) ; qqline(model$residuals)

#Model fitting

sunfloweplot(iris.setosa[,3], iris.setosa[,4], xlim=c(0,2), ylim=c(0,2),

xlab="Petal length", ylab="Petal width")

abline(a=-0.04822, b=0.20125, lty=2)

You should get two diagnostic plots, which show that the assumptions of linear regression
are approximately correct. The details of the linear regression are as follows:

> summary(model)

Call:

lm(formula = iris.setosa[, 4] ~ iris.setosa[, 3])

Residuals:

Min 1Q Median 3Q Max

-0.15365 -0.05365 -0.03352 0.06632 0.32623

Coefficients:

Estimate Std. Error t value Pr(>|t|)

(Intercept) -0.04822 0.12164 -0.396 0.6936

iris.setosa[, 3] 0.20125 0.08263 2.435 0.0186 *

---

Signif. codes: 0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1

Residual standard error: 0.1005 on 48 degrees of freedom

Multiple R-squared: 0.11, Adjusted R-squared: 0.09144

F-statistic: 5.931 on 1 and 48 DF, p-value: 0.01864

Since the slope is estimated from data, we would like to know if it is significantly different
from 0, since a horizontal flat line indicates that x does not affect Y at all. The p-value is
about 0.02, indicating that the null hypothesis of 0 slope is false. To see if the estimated
slope is biologically siginificant, first we need to assess the magnitude of the slope. The
latter can be interpreted as the width to length ratio for the petal, a potentially useful
floral parameter. Thus, for Iris setosa, we estimated that b̂ = 0.20. How useful is this
parameter for characterisation purpose?
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To find out, we check the 95% CI of b. This is implemented in R using the confint

function.

> confint(model)

2.5 % 97.5 %

(Intercept) -0.29279626 0.1963556

iris.setosa[, 3] 0.03510125 0.3673889

Clearly, the 95% CI for b is [0.04, 0.37]. The margin of error is about 0.17, which is rather
wide. For the present data set, we have no choice but to conclude that b is unlikely to
be useful for identification of Iris setosa, despite the fact that the slope was “statistically
significant”.

Example 2 (indicator predictor variables): There is a special case where linear regression
corresponds to one-way ANOVA. This occurs when the predictor variable is a categorical
variable with two or more levels. Consider the chickwts data set, we have feed as the
predictor variable (with six levels), from which we can construct five indicator variables.
An indicator variable takes the value 0 if a data point does not belong to the level it
specifies; and 1 if it does. The regression line of weight on feed is given by

Y = a+ b1 ×HORSEBEAN + b2 × LINSEED + b3 ×MEATMEAL

+b4 × SOY BEAN + b5 × SUNFLOWER.

The average response for horsebean is Y = a+ b1, since HORSEBEAN = 1, while the
rest of the indicator variables are equal to 0. We do not need the indicator variable for
CASEIN since the latter corresponds to 0 in all the five indicator variables. Let us find
out what happens when we apply linear regression on the chickwts data.

> lm(weight~feed, data=chickwts)

Call:

lm(formula = weight ~ feed, data = chickwts)

Coefficients:

(Intercept) feedhorsebean feedlinseed

323.583 -163.383 -104.833

feedmeatmeal feedsoybean feedsunflower

-46.674 -77.155 5.333

> summary ( lm(weight~feed, data=chickwts) )

Call:

lm(formula = weight ~ feed, data = chickwts)

Residuals:

Min 1Q Median 3Q Max
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-123.909 -34.413 1.571 38.170 103.091

Coefficients:

Estimate Std. Error t value Pr(>|t|)

(Intercept) 323.583 15.834 20.436 < 2e-16 ***

feedhorsebean -163.383 23.485 -6.957 2.07e-09 ***

feedlinseed -104.833 22.393 -4.682 1.49e-05 ***

feedmeatmeal -46.674 22.896 -2.039 0.045567 *

feedsoybean -77.155 21.578 -3.576 0.000665 ***

feedsunflower 5.333 22.393 0.238 0.812495

---

Signif. codes: 0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1

Residual standard error: 54.85 on 65 degrees of freedom

Multiple R-squared: 0.5417, Adjusted R-squared: 0.5064

F-statistic: 15.36 on 5 and 65 DF, p-value: 5.936e-10

From the table, the mean of horsebean is computed as 323.583 - 163.383 = 160.200. You
can verify that the mean of feed types computed using linear regression is the same as
those found in last week’s lecture.

Multiple Linear Regression
In most practical cases, we actually want to study the effects of several predictor

variables on the response variable. Multiple linear regression is thus a simple extension
of simple linear regression,

Y = b0 + b1x1 + b2x2 + · · · bnxn,

where xi is the ith predictor variable, with i = 1, 2, . . . n. In general, the predictor vari-
ables are assumed to be independent. Care should be taken to avoid including predictor
variables that are highly associated with each other, a situation known asmulticolinearity.

Example: In the anorexia data set (load library(MASS) first), we might be interested
in how the response variable (post-treatment weight) is related to the pre-treatment
weight and also the method of treatment (three types: control, family treatment (FT)
and cognitive behavioural treatment (CBT) ). The linear regression model is given by

Y = b0 + b1 × CONTROL+ b2 × FT + b3 × PREWEIGHT,

where CONTROL and FT are indicator variables (e.g. CONTROL = 1 if subject does
not receive any treatment, 0 if it does) Using R:

> head(anorexia)

Treat Prewt Postwt

1 Cont 80.7 80.2

2 Cont 89.4 80.1

3 Cont 91.8 86.4
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4 Cont 74.0 86.3

5 Cont 78.1 76.1

6 Cont 88.3 78.1

> model <- lm(Postwt~., data=anorexia)

> summary(model)

Call:

lm(formula = Postwt ~ ., data = anorexia)

Residuals:

Min 1Q Median 3Q Max

-14.1083 -4.2773 -0.5484 5.4838 15.2922

Coefficients:

Estimate Std. Error t value Pr(>|t|)

(Intercept) 49.7711 13.3910 3.717 0.00041 ***

TreatCont -4.0971 1.8935 -2.164 0.03400 *

TreatFT 4.5631 2.1333 2.139 0.03604 *

Prewt 0.4345 0.1612 2.695 0.00885 **

---

Signif. codes: 0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1

Residual standard error: 6.978 on 68 degrees of freedom

Multiple R-squared: 0.2777, Adjusted R-squared: 0.2458

F-statistic: 8.713 on 3 and 68 DF, p-value: 5.719e-05

The regression coefficients are all significantly different from 0, and judging from their
magnitude, biologically significant as well (use confint to check their 95% CI). Our re-
gression model explains about 28% of the variation in post-treatment weight for anorexic
patients. Specifically, we have

Y = 49.77− 4.10× CONTROL+ 4.56× FT + 0.43× PREWEIGHT.

The regression coefficients of the model have biologically meaningful interpretation. To
see this, we note that

Ycontrol = 49.77− 4.10 + 0.43× PREWEIGHT

YFT = 49.77 + 4.56 + 0.43× PREWEIGHT

YCBT = 49.77 + 0.43× PREWEIGHT

The difference between the average post-treatment weight for an FT patient and a control
patient who have the same preweight is 4.56 -(-4.10) = +8.66 lbs; similarly, for a CBT
patient and a control patient, the difference is 0-(-4.10) = +4.10 lbs.
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How about the coefficient for PREWEIGHT?

Ym = 49.77− 4.10× CONTROL+ 4.56× FT + 0.43(m)

Ym+10 = 49.77− 4.10× CONTROL+ 4.56× FT + 0.43(m+ 10)

Thus on average, for two patients who are given the same treatment, a difference of
10 lbs pre-treatment weight translates to 4.3 lbs post-treatment weight. No meaningful
interpretation for the intercept coefficient can be given (do you see why?)

Correlation
Many scientific projects aim to discover the ultimate cause for some phenomenon of

interest. Therefore, it seems reasonable to look at association, or correlation between a set
of predictor variables and the response variable of interest. If a predictor variable is not
associated with the response variable, then there cannot be any causal relation between
them. On the other hand, demonstration of association is not proof of causation. The
associated variable may just turn out to be a proxy for an undiscovered causal variable.
To make things more complicated, interactions between causal variables make it hard
to determine just what the main effects of each of the causal variables are. Remember
always that correlation does not imply causation! Typically, much more needs to be done
to establish causality than just statistical evidence, though the latter helps.

Estimation of the (linear) correlation coefficient between two variables is easily im-
plemented in R using the cor and cor.test functions. I strongly recommend a visual
inspection of the scatterplot first, before computing the correlation. It is possible that
two variables are correlated in a nonlinear fashion, but return a near zero linear correla-
tion estimate. Finally, the usefulness of correlation is often overrated - often we already
know that two variables are correlated (positively or negatively), so it is not a big deal to
find that the estimated coefficient conforms to our expection. The estimated regression
coefficient is often a better substitute since it can be interpreted biologically.

Example 1: In the trees data set, girth and volume of the tree trunk are strongly
positively correlated, as shown in the scatterplot (Figure 2).
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Figure 2. Scatterplot of volume of tree trunk against girth.
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The estimated correlation is 0.97, with 95% CI [0.93, 0.98]. However, it seems that we
are none the more wiser after knowing this result. A regression analysis would tell use
the magnitude of average increase in volume per unit increase in girth - surely a more
useful result!

Example 2: In the muscle data set (load library(MASS) first), we are interested to see if
there is association between CaCl2 concentration and the length of muscle contraction in
the left auricle of rat hearts. Figure 3 shows the scatterplot left auricle length contraction
against CaCl2 concentration.
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Figure 3. Scatterplot of left auricle length contraction against CaCal concentration.

It seems that a saturation effect kicks in as CaCl2 concentration increases beyond 4.4mM.
A nonlinear regression or a linear regression of suitably transformed variables captures
the phenomenon more accurately, besides allowing us to make quantitative statements.
Clearly, there is more to an analysis than a correlation estimate of 0.68!
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