
SSGS 6111 Biostatistical Analysis and Interpretation
Week 11

Significance Testing
Testing scientific hypotheses using statistical methods has become a standard practice

in science. However, differences in the training and abilities of scientists have resulted in
the widespread misuse and abuse of statistical methods. This has led to confusion in the
literature and occasionally misled researchers into unproductive research topics. Many
scientists tend to copy the analysis methods of similar works, with little thought given
to their appropriateness. Thus, errors are propagated in the science community and may
even become entrenched. Getting a result published in a journal is not a guarantee of its
correctness, so learning how to judge the merit of someone else’s analysis is important.

The main idea in a significance test is to cast the research hypothesis in terms of the
parameter of a population, and then checking to see if the data can be used to falsify the
null hypothesis. For example, if we wish to test whether two fertilisers (X, Y) differ in
their mean efficacies, we could look at the difference in mean yield of the crop of interest,
µx − µy. If fertiliser X is better than Y, then µx − µy > 0; if poorer, then µx − µy < 0; if
there’s no difference, then µx − µy = 0.

To claim that there’s a difference, we must show evidence against the null hypothesis
of no difference. On the other hand, failure to reject the null hypothesis is not evidence
of the correctness of the latter (absence of proof is not proof of absence). It could be
because our sample size is insufficient to detect the difference (hence the need to compute
sample size using a pilot study).

Example: Are the means of the sepal width for I.setosa (A) and I.versicolor (B) equal?
To test this hypothesis, we set µA−µB = 0. The estimated difference of means, X̄A−X̄B,
is about 0.66 cm, with SE equal to 0.07 cm. Suppose we compute the following quantity

T =
X̄A − X̄B

SE
= 0.66/0.07 = 9.4,

which is called a test statistic. This quantity shows that the observed difference is about
9.4 SE from the null hypothesis of no difference, an extremely rare event to have occurred
if the null hypothesis is true. Either the null hypothesis is true, and we observed an
extremely rare event; or the null hypothesis is actually wrong. Since the latter is more
plausible, we reject the null hypothesis if we observe such a large difference.

How do we determine whether T is sufficiently extreme (i.e. large positive or large
negative value)? This can be done by calculating a quantity known as the p-value, which
is the probability of observing the current difference or something more extreme than it,
assuming that the null hypothesis is true. The p-value is not the probability that the
null hypothesis is correct.
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If the p-value is sufficiently small, then we reject the null hypothesis. So how small
is small? Typically, a p-value of less than 5% is considered good evidence (declared
“statistically significant”) against the null hypothesis. As the p-value becomes larger
towards 1, the strength of evidence becomes weaker and weaker. What you should
appreciate is that this is only an arbitrary guide. A good analogy is this: if you ask
people how hot is hot, different people would give you different answers, depending on
where they live. On the other hand, although some may disagree that 30 degrees Celsius
is hot (like Malaysians), almost all would agree that 38 degrees Celsius is hot. Note
that p-values from different studies cannot be compared. A “significant” study that has
p-value 0.001 is not “more significant” than a similar study with p-value 0.03. Finally,
in some cases where multiple comparisons need to be done, a “small” p-value would be
something like 5% divided by the number of comparisons.

Example: The test statistic T in the preceding example has a t-distribution with n − 1
degrees of freedom (think of it as a technical requirement that allows you to compute
the p-value). In addition, it assumes that the distribution of the sepal lengths is normal.
The p-value of the test is given by

P (T < −9.4) = 10−15;

If we do not have any idea about the direction of the difference, then the p-value is twice
of 10−15. This is such a small value, so we usually just report is being < 0.001. To be
comfortable with the result, it is a good idea to check the normality of the data using
the quantile-quantile plot.
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Figure 2. Quantile-quantile (QQ) plot of the distribution of sepal width in I.setosa and I.

versicolor. The data are (approximately) normal if they lie close to the 45 degree line.
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Shortcomings of Significance Testing
The main problem with hypotheses tests is that it leads to a dichotomous outcome

(reject or don’t reject the null hypothesis), which is seldom informative. If we fail to
reject the null hypothesis, it doesn’t mean that the latter is true. It is possible that the
null hypothesis is really false, but we couldn’t reject it because the sample size used was
not large enough. A confidence interval approach is much better because it tells us the
range of plausible values for the parameter of interest. On the other hand, rejecting a
null hypothesis does not automatically mean that you have made an earth-shattering
discovery. If your SE is small enough, then even for a small difference you will be able
to reject the null hypothesis. The result is thus “statistically significant”, but practically
it may not. Again, the use of a CI is more informative.

Despite this drawback, hypothesis tests can still be useful in some circumstances. For
example, if a theory is well-established and we simply wish to make sure that the data
do not deviate from predictions of the theory, then a hypothesis test can be used to
make decisions quickly. In a rice mill, we may assume that the proportion of defective
grains (chipped or broken) in a 50kg sack is 1% or less. To decide whether a sack passes
the quality control, a sample could be drawn from the sack. The sample proportion of
defective grains could then be computed, and a suitable test would give a p-value that
decides whether or not a sack should be rejected. Another use is to screen variables that
are not associated with the variable of interest from a study. Suppose we wish to model
the relationship between a large number of variables with systolic blood pressure. We
could remove those variables that are not associated with the latter from the study. This
involves picking only variables where the result of the hypothesis test is the rejection of
the null hypothesis of no association.

Some Examples of Significance Tests
In this section, we will look at some examples of commonly used hypothesis tests.

They can all be implemented in R easily.

The t-test for means:
a) one-sample case: the test statistic is given by

T =
X̄ − µ

S/
√
n
,

where µ is the null hypothesis of the population mean. The test statistic T has a t-
distribution with n − 1 degrees of freedom, and requires X̄ to be normally distributed.
However, from experience approximate normality is sufficient - slight skewness of the
data distribution does not adversely affect the test’s conclusion. R implements the t-test
using the function t.test.

b) two independent sample case: the comparison of the mean of two different treatments
is a common problem. Basically, we wish to test the null hypothesis that µ1 − µ2 = 0,
against the alternative µ1 − µ2 ̸= 0. If we assume that the data in the two treatments
are both normally distributed with means µ1, µ2 and the same variance σ2, then the test
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statistic is given by

T =
X̄1 − X̄2

Sp

√
1
n1

+ 1
n2

,

where

Sp =

√
n1

n1 + n2 − 2
S2
1 +

n2

n1 + n2 − 2
S2
2 ,

is the sample size-weighted (n1, n2) standard deviation of the two treatments (S2
1 , S

2
2 are

the sample variances of the two treatments). The test statistic has a t-distribution, with
n1 + n2 − 2 degrees of freedom.

Example: Details of how to analyse data in the first example in the preceding section
using R are as follows:

> t.test( iris[1:50,2], iris[51:100,2], var.equal=TRUE )

Two Sample t-test

data: iris[1:50, 2] and iris[51:100, 2]

t = 9.455, df = 98, p-value = 1.845e-15

alternative hypothesis: true difference in means is not equal to 0

95 percent confidence interval:

0.519895 0.796105

sample estimates:

mean of x mean of y

3.428 2.770

We have used the equal variance assumption in this t-test, since the sample variances
appear to be approximately equal. Since the p-value is extremely small (< 0.001), we
reject the null hypothesis of equal sepal width means in these two species.

c) paired case: If two measurements are taken from the same subject, then we cannot use
the t-test in (b), since measurements from the same individual are not independent. For
the chick weight gain data, suppose you have created the vectors of data x for “before”
column, and y for “after” column. The paired t-test can be done as follows:

> t.test(x, y, paired=TRUE)

Paired t-test

data: x and y

t = -12.5813, df = 9, p-value = 5.141e-07

alternative hypothesis: true difference in means is not equal to 0

95 percent confidence interval:

-11.326105 -7.873895

sample estimates:

mean of the differences

-9.6
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Alternatively, you can also use t.test(x-y). Clearly, we reject the null hypothesis that
the mean weight change is equal to 0 since the p-value is < 0.001.

The z-test for proportions:
a) one-sample case: some problems require us to test whether the proportions of some
events of interest differ from those expected under the null hypothesis. Suppose the
proportion expected under the null hypothesis is p0. The test statistic is given by

T =
p̂− p0√
p0(1−p0)

n

,

which has a standard normal distribution. Since the test uses a normal approximation,
the result is reliable as long as the conditions np0 > 5 and n(1− p0) > 5 are met.

Example: You have a coin and you wish to check if it is fair or biased. The null hypothesis
is therefore p0 = 0.5, and the alternative is p ̸= 0.5. Suppose you toss it 20 times, and
get 13 heads. Using R,

> prop.test(13, 20, p=0.5, correct=FALSE)

1-sample proportions test without continuity correction

data: 13 out of 20, null probability 0.5

X-squared = 1.8, df = 1, p-value = 0.1797

alternative hypothesis: true p is not equal to 0.5

95 percent confidence interval:

0.4328543 0.8188082

sample estimates:

p

0.65

Since the p-value is 0.18, there is not enough evidence to claim that the coin is biased.
This result means that although the estimated probability of head is 0.65, the apparent
deviation from 0.5 is likely to be caused by sampling error.

b)two-sample case: in some cases, we wish to test if the probability of getting an event
of interest is the same in two different treatments. The test statistic is given by

T =
p̂1 − p̂2√

p̂(1− p̂)
(

1
n1

+ 1
n2

) ,
where n1, n2 are the samples sizes of the treatments, and p̂ = (x1 + x2)/(n1 + n2), with
x1 and x2 being the counts for the event of interest in the two treatments.
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Example: We can test whether a particular plant extract is able to protect a fish species
X from a pathogen of interest as follows. We rear 50 fish in a tank that contains a certain
concentration of the plant extract, and another 50 in a plain water (the control). After
that, we experimentally infect the fish in both tanks. After 1 week, we compare the
proportion of fish that are still alive in both tanks. Suppose there are 39 survivors in the
plant extract tank, and 28 in the control tank. Under the null hypothesis, p1 − p2 = 0 (1
for treatment, 2 for control). Using R,

> prop.test(c(39,28), c(50,50), correct=FALSE)

2-sample test for equality of proportions without continuity correction

data: c(39, 28) out of c(50, 50)

X-squared = 5.4726, df = 1, p-value = 0.01932

alternative hypothesis: two.sided

95 percent confidence interval:

0.04079454 0.39920546

sample estimates:

prop 1 prop 2

0.78 0.56

Since the p-value = 0.02, the evidence against the null hypothesis is quite strong, and
we conclude that the plant extract probably has some protective value. Although the
estimated difference in proportions in 0.22, note that the 95% CI for p1−p2 is quite wide
[0.04, 0.40]. The lower limit of 0.04 is quite worrying, since it might be possible that the
protective value of the plant extract is that small. A pure hypothesis test approach does
not lead us to think about this aspect.

The chi-squared test for goodness-of-fit : This test is useful when we wish to check whether
the observed counts of some categories of interest match the expected counts under some
particular model. Suppose we have m categories. Let Oi and Ei represent the observed
and expected counts in the ith category. The chi-squared test statistic is given by

χ2 =
k∑

i=1

(Oi − Ei)
2

Ei

;

it has a chi-squared distribution with k− 1 degrees of freedom. Clearly, χ2 is small if the
observed counts are close to expectations. This test is reliable as long as none of the Ei is
less than 5. If the parameters of the model need to be estimated from the data, then for
every parameter estimated the test loses one degree of freedom. So a more appropriate
way to compute the degrees of freedom is k − 1−# parameters estimated.
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Example 1: For a particular locus, parental crosses of the type Aa × Aa yield 1/4 AA,
1/2 Aa and 1/4 aa in the offsprings according to Mendel’s theory. Suppose we have 100
offsprings with the following genotype composition: 21 AA, 46 Aa, 33 aa. How well do
the data fit the Mendel’s theory? Using R,

> chisq.test(c(21,46,33), p=c(1/4,1/2,1/4))

Chi-squared test for given probabilities

data: c(21, 46, 33)

X-squared = 3.52, df = 2, p-value = 0.1720

Since the p-value is about 0.17, we conclude that the data fit expectations from Mendel’s
theory well.

Example 2: Refer to the MN blood group data in Week 10’s lecture notes. We wish to
test if the genotype proportions obey the Hardy-Weinberg law. If the latter is true, then
the expected genotype proportions are given by

MM(p̂2) : MN(2p̂(1− p̂) : NN((1− p̂)2),

where p̂ is estimated from data. Using R,

> v <- ( 2*(1787) + 3039 ) / (2*(6129))

> chisq.test(c(1787, 3039, 1303), p=c(v^2, 2*v*(1-v), (1-v)^2) )

Chi-squared test for given probabilities

data: c(1787, 3039, 1303)

X-squared = 0.027, df = 2, p-value = 0.9866

> 1 - pchisq(0.027, 1)

[1] 0.8694818

The output itself is not the end of the analysis yet, because the degree of freedom in the
test should be 1 and not 2, since we estimated p using data. The correct p-value can
be computed by using the pchisq function, which computes the probability of the chi-
squared test statistic being less than a certain value. Since the p-value is the probability
of the test statistic being equal to or more extreme than the observed test statistic, it
can be found by complementation.
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Fisher’s exact test: association is the first step towards causal inference, so we may wish
to know if two categorical variables are associated. For example, do bees of a certain
species prefer white or purple flowers? One way to test this would be to record the
behaviour of the bees in a 2 × 2 table.

Bee action
Harvest Fly away

Purple a b
White c d

If there is association, then the counts would tend to concentrate at the diagonal of the
table. Suppose we have the following data: a = 20, b = 3, c = 8, d = 17. We first input
our data as a matrix, and then use the fisher.test function in R,

> matrix(c(20,3,8,17),2,2)

[,1] [,2]

[1,] 20 8

[2,] 3 17

> fisher.test ( matrix(c(20,3,8,17),2,2) )

Fisher's Exact Test for Count Data

data: matrix(c(20, 3, 8, 17), 2, 2)

p-value = 0.0001365

alternative hypothesis: true odds ratio is not equal to 1

95 percent confidence interval:

2.787799 89.987044

sample estimates:

odds ratio

13.23883

As expected, the p-value is very small (<0.001), indicating that bee action is associated
with flower colour. Trying to explain association is more tricky than to explain non-
association. It is possible that purple flowers produce more nectar than white ones,
so this makes them more attractive to bees. However, other explanations may also be
plausible. The white flowers may actually be nectar-rich, thereby attracting ants who
come and defend them; this forces the bees to just harvest relatively poorer purple flowers.
This example illustrates the fact that interpretation of significance test cannot be done
independently of subject matter knowledge.
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The sign test : this is an example of a non-parametric test, which does not need to assume
that the data are drawn from some particular distribution (e.g. a normal distribution).
Non-parametric tests are therefore useful in general situations where the usual parametric
tests (those that rely on distributional assumptions about the data) do not work well.
The sign test is useful for testing null hypothesis about the median.

Example: A man claims that he can detect the order of milk added into tea (milk first or
tea first). To check his claim, we blindfold him and then serve him with 10 cups of tea;
half of them have milk added first, while the rest have tea added first. Furthermore, we
randomise the order of serving to tea to him. Under the null hypothesis of normal taste
bud, we expect the median number of correct guesses to be 5. Suppose he gets it right 8
times (say the sequence was +++-++-+++). Using R,

> binom.test(8, 10)

Exact binomial test

data: 8 and 10

number of successes = 8, number of trials = 10, p-value = 0.1094

alternative hypothesis: true probability of success is not equal to 0.5

95 percent confidence interval:

0.4439045 0.9747893

sample estimates:

probability of success

0.8

The p-value is 0.1, still not low enough for us to reject the null hypothesis. He needs to
get 9 or all cups correct before we are willing to believe him!

The Wilcoxon signed-rank test: this is the non-parametric analogue of the paired t-test.
It is useful when the validity of the latter test is undermined by severe violation of the
normality assumption in the data. The null hypothesis is that the median difference is
zero.

Example: Suppose we would like to see if a study method improves the mathematics
score of undergraduates who failed (< 40) in their previous test. The null hypothesis is
that the median difference is zero (no improvement). The data (12 students) are highly
skewed, so a paired t-test is not suitable.

Score
Before 15 9 19 0 38 18 0 5 4 35 20 9
After 38 26 17 8 58 1 2 40 21 40 5 65
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Using R,

> wilcox.test(u,v,paired=TRUE, exact=FALSE, correct=FALSE)

Wilcoxon signed rank test

data: u and v

V = 13.5, p-value = 0.04504

alternative hypothesis: true location shift is not equal to 0

The p-value is about 0.05, so the result is ambiguous. You are missing the point if you
claim that the result is significant simply because the p-value is less than 0.05 by about
0.005! By significance testing, it is not clear if the new method is valuable or not. In
this problem, a better solution is to estimate the median difference, which is 12.5 (i.e.
half of the students improve their score by more than 12.5, and half by less than 12.5),
and then use bootstrapping to construct a 95% CI for the median difference. This is
approximately [0, 21.5], indicating that the new method probably works, and just needs
a slightly larger data set to make the result more solid. The R codes for bootstrapping
the median difference are given as follows.

#B is the number of bootstrap replications

#boot.median is a vector to store the bootstrap median difference

B <- 1000; boot.median <- numeric(B);

for(i in 1:B) {

boot.sample <- sample(v-u, 12, replace=TRUE)

boot.median[i] <- median(boot.sample)

}

quantile(boot.median, c(0.025, 0.975))
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Figure 2. QQ-plot of the difference scores for the 12 students. Note the deviation away from

the straight line at the left and right ends of the plot.
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