
SSGS 6111 Biostatistical Analysis and Interpretation
Week 10

Population Parameter Estimation

In this lecture we will consider the estimation of some common population parameters,
such as the mean, variance and proportion of categories of interest.

Mean : Suppose we are interested in the mean weight gain of chicks that have been given a
certain type of feed over a one-month period. Let’s say we have n chicks; the weights before
the experiment are x1, x2, . . . , xn, and after the experiment, the weights are y1, y2, . . . , yn.
The weight change in each chick is therefore given by x1 − y1, x2 − y2, . . . , xn − yn. The
mean (µ) and standard deviation (σ) of the weight change provide important information
about the efficacy the feed on weight gain. A single estimate of µ using the sample mean,
however, is not useful, since different samples will yield different sample means. Because of
this inherent variation, we will need to quantify the uncertainty of our estimate of µ, using
the standard error (SE).

Example: To fix ideas, let us consider the following data set:

Before (g) After (g) Difference (g)
145 152 7
146 153 7
143 151 8
150 160 10
146 156 10
145 160 15
152 163 11
150 159 9
148 156 8
157 168 11

Mean 9.6
SD 2.4

For this example, our estimate of mean is given by 9.6g, with

SE =
σ√
10

=
SD√
10

≈ 0.8g.

Note that we have estimated σ using the sample SD. The result is usually reported in the
form of mean ± 1SE, so we have 9.6g ± 0.8g. Since the SE is relatively smaller than the
estimated mean (about 8% of it), our estimate of µ can be considered as reliable. If someone
else did the same experiment (with same sample size), and obtained the same mean but with
a much larger standard error (say 2.4, which is about 25% of the mean), that result must be
judged with some kind of reservation. In such cases, reasons as to why some individuals give
extreme responses should be discussed (perhaps the chicks were of a mixed strains? errors
in recording? not enough feed given leading to strong competition?)
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Proportions: Research questions involving proportions are ubiquitous in biology. If we sus-
pect that a particular species has uneven sex ratio, then we could take a random sample
of individuals from its population, and estimate the male to female ratio. In genetics, the
allele frequencies of a gene can be estimated and compared across different subpopulations
to detect the amount of genetic differentiation.

Example: The following numbers of the human MN blood groups were recorded in a sample
of American Whites:

M MN N
1787 3039 1303

Let p denote the (relative) frequency of the M allele. Counts for the three genotypes are
indicated as f(MM), f(MN) and f(NN); the number of individuals is n. We can estimate
p by a simple counting method:

p̂ =
2f(MM) + f(MN)

2n
,

where the numerator basically just counting how many M alleles are there, and the denomi-
nator is the total number of alleles in the entire sample of n individuals (humans are diploids
so there is a factor of 2). By substitution, we find

p̂ =
2(1787) + 3039

2(6129)
= 0.54.

The estimation of the frequency of the N allele is trivial (it is just 0.48).
How much trust should we put into our estimate of p? To compute its SE, we need to

make some simplifying assumptions about the relationshp between the genotype and the
allele frequencies. If we assume that the locus is in Hardy-Weinberg equilibrium, then

SE(p̂) =

√
p(1− p)

2n
.

Replacing p with its estimate p̂, we obtain SE(p̂) = 0.005, which is relatively much smaller
than p̂ (0.8%). Our estimate of p is therefore informative. It turns out that in this problem,
the Hardy-Weinberg assumption is justified. If it isn’t, then the SE formula above does not
work. In such situations, a general method that does not require model assumption known
as bootstrapping can be useful.
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Confidence Intervals for Population Parameters

In general, once we have calculated the SE of an estimate, we construct something called
a confidence interval for the parameters of interest, which is basically an interval where we
express a certain degree of “confidence” about the true value of the population parameters.
The 95% confidence interval (CI) for µ is given by

[X̄ − cSE(X̄), X̄ + cSE(X̄)],

where c is a constant that depends on the sample size and the level of confidence that we
wish (see lecture about the t-distribution later). The value of c for some examples of sample
size, with confidence level set at 95%, are shown in the following table.

Sample size
10 20 50 100 200 500
2.23 2.09 2.01 1.98 1.97 1.96

The width of the 95% CI for µ is SE multiplied by a factor of 2c. If your sample size is
not too small, then a good rule of thumb to approximate the CI is to plus and minus twice
of your SE to X̄. The radius of the 95% CI for µ, also known as the margin of error, is
given by cSE; for large sample size this is approximately twice of SE.

Of course, the choice of 95% is completely arbitrary; you can choose other levels of
confidence (such as 99%, 90%). In this case, the multiplying factor for SE needs to be
changed to and , respectively. Generally, however, we would not want a CI where our degree
of confidence is low; on the other hand, a CI where we have too much confidence may be so
wide that the result is completely useless (e.g. we are 100% confident that the probabililty
of getting a head in 10 tosses of a fair coin in between 0 and 1). Most journals stick to the
95% level.

The CI is an important element in statistical inference. You probably have come across
the “statistically significant”mantra many times in journal articles. As we will see later, this
term is often meaningless - a statistically significant result need not be biologically signifi-
cant. The CI can help you judge appropriately.

Example: The 95% CI for µ in the chicken feed problem is [9.6 - 2.23(0.8), 9.6 + 2.23(0.8)] =
[7.8, 11.4]. The width of the CI is 2(2.23)(0.8) = 3.6, not too wide. Is this a biologically signif-
icant result? This will depend on the context of the problem. If the gain occurred in a 10-day
period, then the 95% CI for average weight gain over a month is 3× [7.8, 11.4] = [23.4, 34.2];
for three months this translates to about [70, 103]. This may not be biologically significant
if you were hoping for average gain of 1kg during the 3-month period, although the result is
certainly “statistically significant”.

Remarks: using rounded values in the computation is frowned upon, but for this exam-
ple the focus is on the CI and less on the accuracy.
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Computing Sample Sizes

The computation of sample sizes is closely related to the CI concept. A CI that has a
wide width is not useful. As far as possible, we wish to have a narrow width. The trick to
estimating the required sample size is to do a pilot study to estimate the variation in the
variable of interest. This allows us to find the SD of the parameter that we want. Suppose
in the next study, we wish to control the margin of error around a certain value, say ϵ. This
means we solve for

c
SD√
n′

= ϵ,

where n′ is the new sample size that we need to take.

Example: Here’s a simple illustration, again using the same chicken feed example. The
margin of error is 2.23× 0.8/

√
10 = 0.56. If take a sample size of n′ = 100 in the next study,

out margin of error would become 1.98×0.8/
√
100 = 0.16. Thus, as long as you take a sample

size of greater than 100, your maximum margin of error is 0.16. If this is an acceptable error,
then we go for sample size of n′ = 100 (or more). Choosing the correct sample size requires a
combination of resource consideration, and the amount of error that is tolerable in your study.

But what if you wanted to control ϵ at 0.1? The solution is given by n′ = 248. This
can be done using the sample.size function, which will be given during the tutorial session.
Depending on the problem you are working on, the method of calculating sample size may
vary. For situations involving more complex parameters, the best thing to do is to talk a
statistician.

Bootstrapping for Computation of SE and CI

How would you compute the SE for a parameter like the median? or something like the
coefficient of variation (σ/µ)?. Explicit formulae for the SE of these parameters are com-
plicated, and it is not clear how the formula for the CI of these parameters look like. The
bootstrap method is a resampling method that allows us to obtain the SE and the CI, and
it works well if the sample is representative of the population (which is only possible via
randomisation). The bootstrap algorithm works like this:

1. Sample the observations in the data with replacement n times. This creates an arti-
ficial data set called the bootstrap sample.

2. Compute the statistic of interest using this bootstrap sample. This generates a boot-
strap estimate of the parameter of interest.
3. Repeat steps 1 and 2 B times, where B is the bootstrap replicate size. This generates a
distribution of bootstrap estimates of the parameter of interest.

4. The SD of the distribution of bootstrap estimates yields the SE of the estimated pa-
rameter; while its 2.5 and 97.5 percentiles give the left and right ends of the (approximate)
95% CI.
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Example: Let us revisit the chick weight gain example. We would like to see if the bootstrap
method returns values of SE and CI similar to those computed from theory. The median
weight gain is estimated using the sample median, which is 9.5. The first few bootstrap
samples, (1000 replicates altogether) and their corresponding bootstrap estimates of the
mean and median, are given below

Bootstrap sample Bootstrap mean Bootstrap median
8,10,9,8,15,11,9,15,15,11 11.1 10.5
7,7,11,10,7,8,8,11,10,15 9.4 9.0
10,8,8,10,8,7,10,11,10,8 9.0 9.0

...
...

...

The results are given as follows:

Statistic SE 95% CI
Mean 0.7 [8.3, 11.1]
Median 0.9 [7.5, 11.0]

Note that the bootstrap estimates of SE and 95% CI for µ are quite close to that computed
from the usual formula (0.8 and [7.8,11.4]). The R script to perform bootstrapping are as
follows:

#The data vector

x <- c(7,7,8,10,10,15,11,9,8,11)

#The number of bootstrap replicates; usually 1000 is enough

B <- 1000

m <- mapply(function(i) sample(x, length(x), replace=TRUE), 1:B)

#The bootstrap distribution of mean and median

boot.mean <- apply(m,2,mean)

boot.median <- apply(m,2,median)

#The SE of mean and median estimates

sd(boot.mean) ; sd(boot.median)

#The 95% CI for mean and median

quantile(boot.mean, c(0.025, 0.975))

quantile(boot.median, c(0.025, 0.975))
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