
SHGS 6217 LECTURE NOTES

WEEK 3: DYNAMIC PROGRAMMING ALGORITHMS

PRELIMINARIES

• Sequence comparison is a standard procedure in the analysis of molecular biology data,
the result of which is used to infer gene function and evolutionary history.

• The comparison of sequences has yieled important insights in biology. In 1984, Russell
Doolittle and colleagues used computational methods to discover sequence homology
between the ν-sis oncogene and the platelet-derived growth factor (PDGF). This has
led to the idea that cancer could arise as a result of switching off a normal growth gene
at the wrong time.

• In the old days, biologists aligned (short) nucleotide or amino acid sequences by hand.
While this can be done, it is immediately clear that this method will break down as
sequence length increases. Therefore, we need an algorithm to align sequences in a fast
and coherent manner.

• In 1970, Needleman and Wunsch proposed the first algorithm for aligning pairwise
sequence data. This algorithm is based on dynamic programming, which is a very
useful and important algorithm technique. Since many bioinformatics problems can be
solved using this algorithm, we will study how it works more carefully. The material
in this week is based on Chapter 6 in Jones and Pevzner’s (2004) An Introduction to
Bioinformatics Algorithms.

THE MANHATTAN TOURIST PROBLEM

• Manhattan is a grid-like section of New York city, where traffic flows one way from west
to east, and from north to south only. Scattered around the city blocks are numerous
sites of interests (museums, monuments, markets, landmarks, etc), which a tourist
(you) would love to see. If you start from the north west corner of Manhattan, and
plan to end at the south east corner, how should you travel so that the number of
tourist sights that you see along the way is maximised?

• To solve this problem, we first represent the grid-map of Manhattan as a graph with
weighted edges (see handout). The (i, j) vertices contain the number of sights visited
along the path leading to it. Our goal is to find the path that results in the largest
number of sights visited.

• For a simple grid, it is possible to do an exhaustive search. In the handout example,
we can evaluate all possible

(
8
4

)
= 70 paths (it takes 8 steps to move from (1,1) to

(5,5), with 4 east steps, and 4 south steps). However, for any general n × n grid, we
would have to evaluate

(
2n
n

)
paths, which takes too much time even for a modest grid

of size n = 50.
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• You might be tempted to take a greedy approach to this problem: at each vertex,
choose the path that has largest weight. However, as we shall see, although we make
the locally optimal choice at each step, this does not always lead to a globally optimal
solution.

• To solve the problem, we first introduce some notations. Let si,j be the score (number of
tourist landmarks visited) of the (i, j) vertex; wi,j(→) the weight of the edge connecting
vertex (i, j) with vertex (i− 1, j); and wi,j(↓) the weight of the edge connecting vertex
(i, j) with vertex (i, j − 1).

• In the beginning, s1,1 = 0 (you can also choose to specify the origin as (0,0); but using
(1,1) is easier if you later want to follow the R code for implementing the dynamic
programming solution). Since we can only move east or south, it is easy to fill in the
first row and first column, because the vertices there can only be approached from the
west. This marks the process of initialisation in our dynamic programming.

• To fill in a vertex, we need information from vertices directly to the west and north
of it. For example, to find s2,2 we need to consider s1,2 with w1,2(→) and s2,1 with
w2,1(↓). Since we wish to maximise the final score s5,5, we need only consider the path
which gives us the best score up to s2,2. This means finding

s2,2 = max{s1,2 + w1,2(→), s2,1 + w2,1(↓)},

and then tracing from the vertex which gave the maximum of the two scores to (2,2).

• Once this has been done, we can continue to fill in the vertices in several ways (vertically
from (2,2) to (5,2) then continuing to (2,3) and so on; horizontally from (2,2) to (2,5)
then continuing to (3,2) and so on; diagonally from (3,2) to (2,3) and then so on (mark
on handout).

• The final outcome is a series of traces, which represent paths. In the Manhattan Tourist
example, the maximum number of tourist spots that can be visited is 34, and the path
is shown in the handout. Note that a greedy algorithm returns 23 as the solution.

• By recasting bioinformatics problems as a travelling problem a la the Manhattan
Tourist Problem, we can solve them efficiently using the dynamic programming tech-
nique.

EDIT DISTANCES AND ALIGNMENTS

• The basic idea in an alignment is similarity - for any two sequences, we try to align
them in such a way that the resultant alignment score (based on some reasonable
scoring scheme) is maximised. This immediately raises the question of how to set up
the scoring scheme.
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• The simplest way to judge the quality of two ungapped aligned sequences is to use
the Hamming distance, which simply counts the number of residues that differ. For
example,

ATATATAT

TATATATA

would have a Hamming distance of 8, even though they are intuitively similar. Clearly,
Hamming distance is not up to the job for sequence alignment.

• A much more reasonable distance is the Levenshtein “edit” distance, which counts
the minimum number of “editing” operations (gap insertion, elongation, substitution)
required to change one sequence to another. In the above example, the homology of
the two sequences is clearly shown if we shift the second sequence to the right by one
nucleotide. The resultant edit distance is therefore 1. Edit distances can be used in
comparing two sequences of unequal length.

• To initiate sequence comparison, we construct an edit graph (see handout), with the
residues of the first sequence as columns and those of the second sequence as rows (or
vice versa).

• From the edit graph, a residue-residue pair is indicated as a diagonal movement; a
deletion in the second sequence as a horizontal movement; and a deletion in the first
sequence as a vertical movement.

• To assess the merit of an alignment at the (i, j) vertex, we consider three possible ways
of arriving at it: from the (i − 1, j), (i, j − 1) and (i, j) vertices. The weights of the
edges correspond to a scoring scheme (example: +1 for match; 0 for mismatch; -2 for
gap). The alignment score at (i, j) vertex is taken to be

si,j = max{si−1,j + δ(vi,−), si,j−1 + δ(−, wj), si−1,j−1 + δ(vi, wj)},

where δ(vi,−) is the cost of opening a gap at the vi residue; δ(−, wj) is the cost of
opening a gap at the wj residue, and δ(vi, wj) is the cost of matching the residues vi
and wj. We use a pointer to keep track of which of the neighbouring vertices gave rise
to the best score in (i, j) vertex.

• By working our way to the bottom right corner, we will find the path that maximises
the alignment score. The actual alignment can then be inferred using the path.

• Do you see the dynamic programming idea used in the Manhattan Tourist problem
applied in the sequence alignment problem? If you do, then you have understood it.
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AFFINE GAP PENALTIES IN SEQUENCE ALIGNMENT

• After the opening of gaps in an alignment, it makes sense to extend the gap if this
results in a superior alignment. To do this, we use so-called affine gap penalties, defined
as

γ(g) = −d− (g − 1)e,

where d is the gap opening penalty, e is the gap extension penalty (set somewhat
smaller than d), and g is the gap length.

• To reduce the problem of sequence alignment with affine gap penalties to the Manhat-
tan Tourist problem, we construct a three-layer graph, with bottom, middle and top
layers. The bottom layer is built with vertical ↓ edges with weight −e, and corresponds
to gaps in sequence w; the middle layer is built with diagonal edges of weight δ(vi, wi),
and corresponds to matches and mismatches; the top layer is built with horizontal
→ edges with weight −e, and corresponds to gaps in sequence v.

• Let us consider the alignment of the two sequences

ATTA

AA,

with d = 2, e = 0.5; +1 for match and +0 for mismatch. Clearly, the optimal alignment
is

ATTA

A--A,

which has alignment score = 1 - 2.5 + 1 = -0.5. The optimal path is shown in the
three-layer graph (see handout). The first move is made on the middle layer from (1,1)
to (2,2); then we switch to the upper layer and move from (2,2) two steps to (2,4);
finally, we switch back again to the middle layer and move from (2,4) to (3,5).

• How do we keep track of the score and pointers? Let us define the scores

si,j(↓) = max{si−1,j(↓)− e, si−1,j − (d+ e)}
si,j(→) = max{si,j−1(→)− e, si,j−1 − (d+ e)}

These represent the alignment score at (i, j) vertex at the middle layer if we approach
it from the top or bottom layer, respectively. The score for (i, j) vertex at the middle
layer is given by

si,j = max{si−1,j−1 + δ(vi, wj), si,j(↓), si,j(→)},

and we keep track of the pointer as usual. The alignment stops when we reach the
bottom right corner in the middle layer.
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