
SHES 2402 ADAPTIVE SYSTEMS

WEEK 7 (PART 1): AN INTRODUCTION TO THE IDEA OF EVOLUTION

BACKGROUND

Our current understanding of the emergence, maintenance, and extinction of living
organisms is built on the framework of evolution, which was proposed by Charles Darwin
and Alfred Wallace about 150 years ago. Both of these naturalists made extensive field
observations in island habitats (Darwin in the Galapagos Islands; Wallace in the Malay
Archipelago (Nusantara); see reference list at the end of article). By observing the
morphological variations in species that appear closely related (including fossil species),
and subsequently linking them to the ecology of those species, they came up with the
powerful idea of evolution, which provides a framework for understanding the relation
between living organisms. It is hard to overestimate the importance of this discovery to
subsequent development in biology - it is considered to be comparable with the impact
of Newton’s law of motion and method of calculus on scientific advancement.

The theory of evolution is a model for describing the process of change in the genetic
structure of a population of species arising from natural selection. At the time of pro-
posal, Darwin and Wallace knew nothing about the mechanism of inheritance (Mendel’s
work was published about seven years after the first edition of The Origin of Species).
Incredibly, the theory holds in light of subsequent finding that the gene is the basic unit
of inheritance - in fact, population genetics emerged as a discipline that studies how gene
frequencies change in a population as a result of fundamental evolutionary forces like
mutation, selection, random drift and migration (using mathematical models).

Since its proposal, there have been many modifications to the theory of evolution.
Certainly, if they were still alive today, Darwin and Wallace themselves would have
recognised that quite a few of their initial thoughts about evolution are no longer accepted
by the scientific community. Nevertheless, the core thinking involving natural selection
remains important, and computer scientists have successfully used this idea to develop
a computer-intensive method broadly known as genetic algorithms to solve a wide range
of optimisation problems. We shall study how to use such methods in this course.

The central idea in natural selection is the so-called “struggle for existence”. In a
population, individuals attempt to leave as many offspring as they can. The genetic
makeup of this population of offspring has variation, as a result of recombination or
mutation. However, competition between individuals of the same and different species, as
well as limitations of resources, mean that not all offsprings will survive. Only those who
are fitter than the rest of the population will survive to reproduce, and thus determine the
genetic makeup of the next generation. Fitness is a relative concept - a phenotype may
be advantageous in a particular environment, but not if the latter changes. This process
of removing unfit individuals from contributing to the gene pool of the next generation is
called selection. Note that selection operates on the phenotype level, and not directly on
the genotype level. However, as genotypes determine phenotypes, selection will change
the genetic structure of subsequent populations.
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AN APPLICATION OF EVOLUTIONARY THINKING

Natural selection provides a simple explanation for the emergence of antibiotic-resistant
bacteria. Bacteria are haploid organisms that generally reproduce asexually (there are
exceptions). Because of their rapid reproduction, even very small mutation rates can
generate bacterial populations that contain some individuals that differ from the rest of
the population at some genes. By chance (mutation is random), some mutations may
allow the bacterium to block a small quantity of antiobiotic molecules from entering. If
the antiobiotic dosage is not high, then it will only kill the nonresistant bacteria, and
leave the mutant bacterium alive (finish that antiobiotics course!). In other words, the
selection pressure (antibiotics) has weeded the nonresistant (unfit) bacteria and selected
the resistant bacterium (the fittest) as the ancestor for subsequent populations. This
mutant bacterium will produce a new bacteria population with low level resistance to
antiobiotics. Thus, doctors will find that they need to give a larger dosage in order to
kill the resistant bacteria. In some cases, complete resistance occurs and the antiobiotics
becomes useless. An appreciation of bacterial evolution has led to current practice of
issuing multiple antiobiotics, which is a much more effective remedy because it is hard
for the bacteria to develop multiple mutations that defend against several antiobiotics
at the same time. The HIV cocktail treatment (combinations of protease and reverse
transcriptase inhibtors) is also based on the same evolutionary thinking.

CONCLUDING REMARKS

The theory of evolution is opposed by many people on grounds of faith, because it
postulates a physical view of life and excludes other nonphysical interpretations. Fur-
thermore, it has been abused by politicians, notably in the form of “social Darwinism”,
which is used to justify existing social hierarchies (e.g. there is no need to help the poor
since they are so because of poor genetic makeup - a completely “natural” order), and
the “natural” rights of strong nations. It is also poorly understood among the lay people.
For example, some people think that evolution moves towards “perfection”, as is seen
from the “progress” of humans from a primitive state (monkeys) to an enlightened one.
Nothing could be further from the truth. Evolution has no directions - it merely selects
those individuals that are most suited live in a particular environment. It does not lead
to structural complexity per se. A good example is the existence of a species of blind
cave shrimp Palaemonias ganteri in Kentucky, USA. In complete darkness, having eyes
is not an advantage at all. Another example is the helminth that (probably) lives in your
intestines. The parasite does not have complicated morphology, but have evolved defense
against our body’s immune system, as well as a prolific reproductive system to ensure its
species’s survival.
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Like all good science, evolutionary hypotheses need to be tested using data. It is easy
to rationalise how a particular trait may confer certain selective advantage. However,
this may not be true, since certain traits can arise as a result of random drifts (neutral
theory of evolution), or as a necessary byproduct of other selected traits (for an excellent
exposition, see Gould and Lewontin, 1979). Random drift is a phenomenon whereby a
rare mutation may establish itself in a population as a result of chance, and not selection.
For example, it may be argued that skin (or fur) colour evolved as a result of the selective
advantage of camouflage. While this may be true for some species, it may not be so
for others, particularly if there is evidence to show that random drift is likely to have
occurred.

Since this is not a formal course on evolutionary biology, we shall not go into details of
the debate for and against evolution. This does not prevent us from using evolutionary
concepts to solve real world problems. For those who are interested in learning more
about evolutionary biology at the introductory level, see Dawkins (1990) and Zimmer
(2006). The Origin of Species by Charles Darwin and The Malay Archipelago by Alfred
Wallace provide insight into how two great Victorian minds thought about one of the
biggest mystery in biology.
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SHES 2402 ADAPTIVE SYSTEMS

WEEK 7 (PART 2): GENETIC ALGORITHMS

BACKGROUND

If natural selection can lead to the emergence of populations with particular traits,
then perhaps it can be used in the computing environment to search for a solution to
a computing (say optimisation) problem? In 1975, John Holland proposed the genetic
algorithm (GA), which is based on the ideas of evolution, as an optimisation method.
The GA belongs to the class of evolutionary algorithms that use operators such as se-
lection, recombination and mutation to search for an exact or approximate solution to
an optimisation problem. This is a useful alternative in cases where conventional search
methods either fail or are very difficult to implement.

AN OUTLINE OF THE GENETIC ALGORTIHM

A typical GA begins by specifying a population of (usually) random values, called
the chromosomes (members). The goal is to let the population evolve according to the
process of selection, recombination and mutation. The criterion for selection is in the
form of an objective function (phenotype) that we wish to optimise. During the process
of evolution, the average value of the objective function in the population gradually shifts
towards the desired outcome (as large or small as possible). The algorithm terminates
when a certain number of iterations have been performed, or when certain stopping
criteria have been satisfied.

To make things concrete, let us consider the problem of finding the maximum of the
function f = 2x(1 − x) in the unit interval. From calculus, we already know that the
answer is 1/2. If the GA works, then it must give us 1/2 (or something very close) as
the solution.

Population Initiation and Selection Stage: Let us set the population size as 5, and gener-
ate 5 random variables from the uniform distribution with unit interval. We then evaluate
them using the objective function f (Table 1).

x f
0.5074 0.4999
0.3067 0.4253
0.4269 0.4893
0.6931 0.4254
0.0851 0.1558

Table 1. The function f = 2x(1− x) evaluated at the five chromosome values in the initial population.
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Let us define fitness of the ith member as fi/f̄ , where f̄ =
∑

i fi is the average of the
values of the objective function in the population. Since the goal is to evolve a population
that contains chromosomes with the largest possible value of f , the number of offsprings
that a particular member should leave is approximately proportional to its fitness. If the
latter is some value like 1.5 for a member, then this member makes one exact copy of
itself, with another 0.5 probability of leaving a second copy. Similarly, those with a value
like 0.6 leaves one exact copy with probability 0.6. This particular rule of determining
the number of copies that a member sends to the next generation is known as remainder
stochastic sampling. Table 2 shows a realisation of this particular reproduction scheme.

i xi fi fi/f̄ copies
1 0.5074 0.4999 1.2524 2
2 0.3067 0.4253 1.0656 1
3 0.4269 0.4893 1.2259 1
4 0.6931 0.4254 1.0658 2
5 0.0851 0.1558 0.3903 0

Table 2. Fitness values for the five chromosomes in the starting population, and the (random) number

of copies that they pass on to the next generation.

Recombination and Mutation Stage: The offsprings now enter what is called an intermedi-
ate generation, where they are subjected to the recombination and mutation operations.
First, we allow the offsprings to randomly recombine with each other. Thus, for example,
0.5074 may recombine with 0.6931 at the position between the first and second decimal
digits,

0.5\/074
0.6/\931

This crossover process generates two new recombinant chromosomes,

0.5931, 0.6074.

By specifying the number of recombination events, we generate a pool of recombinant
offspring chromosomes. Next, we allow each of the latter to experience a mutation event
with small probability, say 5% or less. If a mutation occurs, then one of the decimal
digits is randomly replaced with a digit from 0 to 9. After these two processes, we now
have a new generation. This constitutes one execution of a GA. We repeat the algorithm
until a desired number of generations have been reached (and then look for the member
with highest f).

So how well does the method work? In my simulation, I chose a starting population of
size 100. After 5 generations, the GA returned 0.499855 as the chromosome with largest
f value; after 10, it was 0.499949. The accuracy is pretty satisfactory!
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CONCLUDING REMARKS

In some problems where the solution must be an integer, we can use binary strings
as chromosomes of the population. For example, a K-bit string induces a solution space
of size 2K . We can also use a GA to see how long it takes for a population of random
letters to evolve into the famous phrase (in computer science)

H E L L O W O R L D .

In bioinformatics, Notredame and Higgins (1996) proposed a a (modified) GA approach
to sequence alignment, which is an alternative to standard alignment using CLUSTAL.

The idea of natural selection was once ridiculed by critics who likenend it to a monkey
producing the works of Shakespeare by randomly typing on a type writer. This shows a
lack of appreciation of the power of natural selection as a means of changing the average
of a particular trait of a population over time. As demonstrated in the “Hello World”
example, a populational process that combines the selection, recombination and mutation
operators can indeed generate apparent order from random junk!
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SHES 2402 ADAPTIVE SYSTEMS

WEEK 7 (PART 3): GENETIC ALGORITHMS

WHY DOES IT WORK?

Some people find it surprising that three simple operators: selection, recombination
and mutation, operating on a population of chromosomes iteratively, can (often) give
good solutions to optimisation problems. Clearly, a GA searches the parameter space
more efficiently than a brute force search; and our goal is to understand how it is done.
This allows us to adapt the algorithm to handle more complicated problems that are
resistant to a simple GA.

The parameter space is the set of all permissible solutions to an optimisation problem.
For example, if we want to maximise f(x) = 2x(1−x), where 0 < x < 1, then the search
space is equal to the parameter space (0, 1). In the HELLO WORLD example, the search
space is the set of all possible 2610 arrangements of the 10-letter word. A straightforward
(and naive) way of finding a solution would be to evaluate the objective function at all
possible values in the parameter space. Unfortunately, this brute force method will not
work in both cases. One way of solving such problems is to search those areas that are
more likely to contain the solution. If this method reduces the search space substantially,
then there’s a chance that it might work.

HYPERPLANE SAMPLING

To simplify our discussion, we shall suppose that the solution to our optimisation
problem can be represented as a K-bit string. First, let us consider the case of K = 3.
We can represent the 23 = 8 possible solutions as the vertices of a cube. Suppose now
we increase the dimension to K = 4, which gives 24 = 16 possible solutions. We can
represent the parameter space in the form of a hypercube, with an inner cube hanging
inside an outer cube (Sketch in the empty space below).
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For any string, if we replace the value at any position with “*”, then it is called a
schema, or a hyperplane partition. For example, in the above example, 0000 represents
the lower left vertex of the front face of the outer cube; while 1000 represents the cor-
responding vertex of the inner cube. If we write *000, then this represents the lower
left vertex of the front face of either the outer or inner cube. A string that contains
one “*” is called a first order schema. In general, if it has l “*”, then it is an lth order
schema. The schema is a useful construct for discussing the concept of hyperplane, which
is an m-dimensional plane embedded in an n-dimensional space, where m < n, and n is
generally more than 3 (if n = 3 and m = 2, the plane is just a two-dimensional surface
in a three-dimensional space). Thus, we represent all points in the inner cube as the
hyperplane 1***, and those of the outer cube as 0***. Altogether, there are 2K − 1
different hyperplanes (you will be asked to prove this result later in the tutorial).

The key to the success of a GA depends on the sampling of many hyperplanes when we
evaluate a population of strings. Depending on the relative fitness of the strings that lie
in these sampled hyperplanes, a particular schema’s representation in the next population
may increase or decrease (Table 1 and Table 2). Over time, successively fitter schemata
dominate the search space, which allows the searching to be more efficient. From a
statistical point of view, the GA treats the population as a sample for estimating the
fitness of hyperplanes. It subsequently draws more samples from the successful schemata.
Thus, the order of the selected schema eventually increases from one to K−1. A solution
is found when the last “*” is finally replaced by a 0 or 1.

String Fitness Random Copies String Fitness Random Copies

001a1b1c1 1.5 0.32 2 011a6b6c6 1.0 - 1
111a2b2c2 1.4 0.44 1 110a7b7c7 0.9 0.61 1
111a3b3c3 1.3 0.27 2 000a8b8c8 0.8 0.45 1
010a4b4c4 1.2 0.13 2 100a9b9c9 0.7 0.82 1
101a5b5c5 1.1 0.77 1 000a10b10c10 0.6 0.67 1

000a11b11c11 0.5 0.13 0

Table 1. Selection applied on a population of ten 6-bit strings.
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Schema Mean Count Exp Obs Schema Mean Count Exp Obs

000*** 0.63 3 1.9 2 0*1*** 1.25 2 2.5 3
001*** 1.5 1 1.5 2 1*0*** 0.8 2 1.6 2
010*** 1.2 1 1.2 2 1*1*** 1.27 3 3.8 4
011*** 1.0 1 1.0 1 *00*** 0.65 4 2.6 3
100*** 0.7 1 0.7 1 *01*** 1.3 2 2.6 3
101*** 1.1 1 1.1 1 *10*** 1.05 2 2.1 3
110*** 0.9 1 0.9 1 *11*** 1.23 3 3.7 4
111*** 1.35 2 2.7 3 1***** 1.08 5 5.4 6
00**** 0.85 4 3.4 4 0***** 0.93 6 5.6 6
01**** 1.1 2 2.2 3 *0**** 0.87 6 5.2 6
10**** 0.9 2 1.8 2 *1**** 1.16 5 5.8 7
11**** 1.2 3 3.6 4 **0*** 0.78 6 4.7 6
0*0*** 0.78 4 3.1 4 **1*** 1.26 5 6.3 7

Table 2. Observed and expected number of offsprings in 26 schemata after selection in the intermediate

generation. Note the close agreement between these two numbers.

The potential sampling rate of a hyperplane can be tracked as follows. Let M(H, t)
be the number of strings sampling the hyperplane H at the t-th generation. The change
in representation in the intermediate generation (before crossover and mutation) is given
by

M(H, t+ intermediate) = M(H, t)
f(H, t)

f̄
, (1)

where f(H, t) is the average evaluation of the sample of strings in the hyperplane H.
The expected values in Table 2 are calculated using this equation.

It is useful to consider the effect of recombination on schemata. First order schemata
are not affected by recombination, but those of higher orders are. Not all schemata of
the same order are affected with equal probability. For example, consider a single-point
crossover event occurring in the following two schemata

11**** , 1****1

There are 5 crossover points for a 6-bit string. The probability that the 1-1 bits will be
separated by crossover is 1/5 for the first string, but 1 for the second string. Therefore,
recombinations do not disrupt schemata that have bits close together. This means that
hyperplanes represented by schemata with more compact representation are sampled at
rates close to those predicted by (1). Let us define the defining length of a schema (∆H)
as the distance between the first and last bits in the schema, with value 0 or 1 and not
“*”. By indexing the rightmost bit as IR and the leftmost bit as IL,

∆H = IR − IL.

In the above example, the first string has ∆H = 1, and the second string has ∆H = 5.
In general, the probability of a crossover disrupting a schema of length K is given by

∆H

K − 1
.
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THE SCHEMA THEOREM

This result gives a lower bound on the change in the sampling rate of a hyperplane
from the t-th to (t + 1)-th generation. Let π be the proportion of hyperplanes that are
disrupted by crossover. From equation (1), we can write the hyperplane representation
at the (t+ 1)-th generation as

M(H, t+ 1) = (1− π)M(H, t)
f(H, t)

f̄
+ π

[
M(H, t)

f(H, t)

f̄
(1− λ) + γ

]
, (2)

where λ is the proportion of losses, and γ the proportion of gains due to crossover. If
the bit-length is long, then it is reasonable to assume that a crossover (almost) always
causes disruptions. From (2), this leads to the inequality

M(H, t+ 1) ≥ (1− π)M(H, t)
f(H, t)

f̄
+ π

[
M(H, t)

f(H, t)

f̄
(1− δ)

]
, (3)

where δ overestimates λ. If we divide (3) by the population size on both sides, the left
hand side of (3) becomes P (H, t), the probability that a randomly chosen string samples
the hyperplane H. We can also express δ as

δ =
∆H

K − 1
(1− P (H, t)).

Equation (3) can now be simplified as

P (H, t+ 1) ≥ P (H, t)
f(H, t)

f̄

[
1− π

∆H

K − 1
(1− P (H, t))

]
(4)

The effects of mutation on (4) can be simply incorporated, leading to

P (H, t+ 1) ≥ P (H, t)
f(H, t)

f̄

[
1− π

∆H

K − 1
(1− P (H, t))

]
(1− µ)o(H),

where µ is the mutation probability, and o(H) is the order of the hyperplane H. Let us
look at a worked example. Consider the hyperplane H = 00****, with no mutation. We
have P (H, t) = 0.4, f(H, t)/f̄ = 0.85, ∆H = 1, K = 6, and π = 1. Using (4), this gives

P (H, t+ 1) ≥ 0.4(0.85)(1− 0.2(1− 0.4)) = 0.2992.

From Table 2, we see that P (H, t + 1) = 4/13 = 0.308. Although in this case, the
exact value is very close to the lower bound given by (4), this may not necessarily be
so all the time. The Schema Theorem is more useful for theoretical discussions, and not
intended for estimating P (H, t + 1). In addition, note that the theorem only holds for
one generation into the future.
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