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Richard Hamming once remarked that the purpose of computing is insight, not numbers.
I am sure a lot of biologists will agree with that statement. In this hands-on session, we will
analyse data taken from actual experiments using appropriate statistical techniques, and try
to get some insights into the problems.

There are four data sets here, each illustrating a different statistical method. You can
download the larger datasets from the URL provided during the tutorial. Anytime the
commands and outputs seem to clutter the screen, start with a clean slate by pressing Ctrl-
L. For greater efficiency, write your codes in a script (click “New script” under “File” at the
R panel). Run those part that you want by highlighting them and then pressing Ctrl-R.

The Datasets

Exercise 1: Table 1 shows the count of Dactylogyrus amphibothrium (a monogenean para-
site) in the four gill arches of Gymnocephalus cernua (a “British” fish); in addition, it shows
the amount of glochidia (larvae from the mussel Anodonta cygnea) detected on the gill arches
as they flow according to water currents through the gills. The data come from Wootten
(1974).

Variable
Gill arches

1 2 3 4
Glochidia 434 689 673 364

D.amphibothrium 121 141 146 76

Table 1. Counts of glochidia and D.amphibothrium in the four gill arches of Gymnocephalus cernua.

We ask two questions here. Firstly, are the parasites uniformly distributed in all four gill
arches? Secondly, does the distribution of the parasites over the gill arches fit well with that
of the glochidia’s? These questions essentially involve checking the observed data against
an expectation generated from the relevant null hypothesis, so the chi-squared test is useful
here. We use the chisq.test function, with the glochidia data vector as input. To solve
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the second problem, we use the same function, but we supply an additional argument - the
expected proportions in each gill arch. This is easily determined from the data vector for
glochidia.

> glochidia <- c(434,689,673,364)

> parasite <- c(121,141,146,78)

> chisq.test(parasite)

Chi-squared test for given probabilities

data: parasite

X-squared = 23.6461, df = 3, p-value = 2.961e-05

> chisq.test(parasite, p=glochidia/sum(glochidia))

Chi-squared test for given probabilities

data: parasite

X-squared = 7.2323, df = 3, p-value = 0.06485

So it seems that the parasites are not uniformly found on the gills after all. Let’s look at the
estimated proportions:

> glochidia / sum(glochidia)

[1] 0.2009259 0.3189815 0.3115741 0.1685185

> round ( glochidia / sum(glochidia) , 2 )

[1] 0.20 0.32 0.31 0.17

We round the numbers down to two decimal places for brevity. It looks like the parasites
tend to be found on gills 2 and 3, and less on 1 and 4. The similarity of the relative frequency
distribution between the parasite and the glochidia suggests two interesting ideas: that the
parasite larvae were likely to have settled on the gills by following the water current, instead
of relying on some means of navigation to get there; and that they do not tend to migrate
laterally across gills, at least in this particular species of fish.

�

Exercise 2: If you type data() after the R prompt, you will get a list of built-in datasets
that you can play around with. We will look at the chickwts dataset. For information about
it, you can check using ?chickwts. For now, if you type chickwts, you get a data frame that
looks like this:

> chickwts

weight feed

1 179 horsebean

2 160 horsebean

3 136 horsebean
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4 227 horsebean

5 217 horsebean

6 168 horsebean

7 108 horsebean

8 124 horsebean

9 143 horsebean

10 140 horsebean

11 309 linseed

12 229 linseed

...

70 283 casein

71 332 casein

We would like to compare the effects of different chicken feed on the weight of chicks after a
certain period of time. Let’s try an analysis of variance (ANOVA) approach.

> aov(weight~feed, data=chickwts)

Call:

aov(formula = weight ~ feed, data = chickwts)

Terms:

feed Residuals

Sum of Squares 231129.2 195556.0

Deg. of Freedom 5 65

Residual standard error: 54.85029

Estimated effects may be unbalanced

The aov function takes in two arguments: weight ∼ feed indicates that weight is the
response variable, and feed is the predictor variable; data indicates the source of the dataset.
The results do not seem to be too informative, so we ask for a more detailed one.

> summary ( aov(weight~feed, data=chickwts) )

Df Sum Sq Mean Sq F value Pr(>F)

feed 5 231129 46226 15.365 5.936e-10 ***

Residuals 65 195556 3009

---

Signif. codes: 0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1

It’s not surprising that the test rejects the null hypothesis of equal mean weight for all feed
types. We would have anticipated that even before running the experiment. It is more useful
to consider how the total variation (sum of squares) is partitioned to two sources of variation:
between feed types (BSS) and within feed types (residuals; WSS). The total sum of squares
(TSS) is just BSS + WSS, so we find that about 54% of total variation in weight is due to
differences in feed type (BSS/TSS x 100, also known as R2).
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We could present the results in a more digestible form. Let’s try using the boxplot.

> boxplot(weight~feed, data=chickwts, xlab="Feed", ylab="Weight (g)")

Figure 9 gives us some idea about the distribution of weight for each feed type. However,
we need to keep in mind about the small number of replicates. We can do better by sort-
ing the mean weight according to ascending or descending order, and then quantifying the
uncertainty about estimates of the mean weight.
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Figure 9. Boxplot of weight in chicks acording to feed type.

To start, we need to manipulate the dataset into an appropriate form first. In addition,
we will have to use a package called Hmisc. You can download and install it using the
Packages button in the R upper panel.

> library(Hmisc)

> X <- list()

> attach(chickwts)

> X$"casein"<- weight[which(feed == "casein")]

> X$"horsebean"<- weight[which(feed == "horsebean")]

> X$"linseed" <- weight[which(feed == "linseed")]

> X$"meatmeal"<- weight[which(feed == "meatmeal")]

> X$"soybean"<- weight[which(feed == "soybean")]

> X$"sunflower"<- weight[which(feed == "sunflower")]

In the above commands, we gain access into functions in the Himsc package by using the
library function. We then create a data structure X, of the list type, and “memorise” the
chickwts dataset using the attach function. This allows us to refer to variables in chickwts

by just type out the variable names. After that, we fill in the X list according to feed types.
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To continue, we issue the following commands:

> chick_mean <- unlist(lapply(X, mean))

> chick_sd <- unlist(lapply(X, sd))

> sample_size <- unlist(lapply(X, length))

> chickdat <- cbind(chick_mean, chick_sd, sample_size)

> chickdat

chick_mean chick_sd sample_size

casein 323.5833 64.43384 12

horsebean 160.2000 38.62584 10

linseed 218.7500 52.23570 12

meatmeal 276.9091 64.90062 11

soybean 246.4286 54.12907 14

sunflower 328.9167 48.83638 12

The unlist function destroys the list structure so that the output is a simple vector. This
gives us the flexibility of using the cbind function to construct the matrix chicks. Let’s
order the feed types according to their mean weight.

> chicks <- chickdat[order(chickdat[,1]),]

> chicks

chick_mean chick_sd sample_size

horsebean 160.2000 38.62584 10

linseed 218.7500 52.23570 12

soybean 246.4286 54.12907 14

meatmeal 276.9091 64.90062 11

casein 323.5833 64.43384 12

sunflower 328.9167 48.83638 12

We can now plot 95% confidence intervals for all feed types, using the errbar function.

> x_label<- rownames(chicks)

> errbar(1:6, chicks[,1], chicks[,1] + 2 * chicks[,2]/sqrt(chicks[,3]),

+ chicks[,1] - 2 * chicks[,2]/sqrt(chicks[,3]),

+ xlab="Feed", ylab="Weight (g)", xaxt="n")

> axis(1, 1:6, x_label)
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Figure 10. 95% confidence interval (CI) of mean weight according to feed types.

It seems like both casein and sunflowers have much higher mean weight than horsebean
(+160g), linseed (+100g) or soybean (+75g) (no intersection of the CI). They may or may not
be better than meatmeal, so a separate analysis is required. Merely reporting “significant”
results from ANOVA is not sufficient to get an insight into the performance of the different
feed types. The figure also suggests that the results can be strengthened by increasing the
sample size to shorten the CI length. �

Exercise 3: In this example, we are going to learn how to explore patterns in a multivariate
dataset using principal component analysis (PCA). Modern biological datasets are inherently
multivariate, so learning how to do PCA and interpret its results will be an invaluable skill.
We will be looking at a recent dataset from Susan’s parasitology laboratory (thanks to Wooi
Boon’s hard work). The dataset contains four species of Bravohollisia monogenean parasites.
A total of 28 morphometrical variables were considered; these include the geometry of the
anchor, bar and copulatory organ, which form the bases for taxonomical classification in
these monogeneans.

Before we begin, I will explain the basic ideas behind the PCA. If two species are clearly
differentiated with respect to a measurable variable, then plotting a histogram should reveal
two peaks; the data points from each species tend to cluster around these two peaks,with
minimal overlap. Suppose now we have two variables. We can plot a two-dimensional
scatter plot. Similarly, data points from two differentiated species will cluster around two
different coordinates on the plot, again with minimal overlap. In general, however, we feel
overwhelmed when too many variables have to be considered. Some of these variables are
likely to be redundant too, and do not increase the informational content substantially (e.g.
tightly-linked loci have similar allelic frequencies, so knowing one gives us a good idea of
what to expect in the other).
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The PCA is a data reduction method that attempts to minimise the number of variables
one needs to consider, while maximising the variance of the data. This is done by construct-
ing new variables known as principal components (PC) that are linear combinations of the
existing variables. If we have n variables, then,

PC = a1x1 + a2x2 + · · ·+ anxn,

where the constants ai (usually called loadings) indicate the relative contribution of the
variables xi to the PC. The PCs are orthogonal (uncorrelated) to each other. The total
variation of an n-variable dataset is partitioned to n ordered PC (e.g. PC1, PC2, · · · , PCn).
That means the largest variance is found in PC1, followed by PC2 and so on. If PC1 and
PC2 explain a substantial percentage of the total variation, then plotting PC1 against PC2
is sufficient to reveal patterns (if any) in the multivariate dataset. Occasionally, it may be
useful to plot PC1 against PC3, or PC2 against PC3 as well. Depending on the variables
used, the PCs often have biological interpretations which are useful, as we will see shortly.

To get started, make sure you have downloaded the “Using R workshop” folder, and that
it is located at the Desktop. To allow R to access data in that folder, click “File” at the R
panel, select “Change dir” and then choose the “Using R workshop” folder.

If you check the files, you will notice that they are Excel-type files, but with the comma
delimited (CSV) extension. If you want to import Excel files into R, you need to convert
them into this format first. You might experience problems with MSOffice 2010, so I suggest
you use earlier versions to do the conversion.

To load the files into R, we do the following:

> rosetta <- read.csv(file="B_rosetta.csv")

> reticulata <- read.csv(file="B_reticulata.csv")

> gussevi <- read.csv(file="B_gussevi.csv")

> kritskyi <- read.csv(file="B_kritskyi.csv")

If you check the datasets, you will notice that some entries are marked NA. Missing data
(for whatever reason) is a common feature in many datasets. In the present case, as only
a few of such cases are present, we will omit them from analysis. In other cases, this may
not be the appropriate approach as it could lead to drastic reduction of sample size. Manual
omission works, but we are going to do something smarter here (think about how much time
that would take if the sample size is 500 or 1000, and the NA are scattered all over). For the
rosetta dataset,

> na.check <- apply(rosetta, 1, is.na)

> na.elements <- which (apply(na.check, 2, any) == TRUE)

> rosetta <- rosetta[-na.elements,]

The is.na function is a logical operator that returns true or false statments, depending on
whether the argument is a number or NA. The first command checks the entries of a row in
the rosetta data frame for missingness (NA); and repeats the same operation for the other
rows. The second command locates the indices of specimens that contain at least one NA

in the measured variables. We remove these specimens with missing data from our data set
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using the third command. To do the same thing for other datasets, we just change rosetta
accordingly.

To continue, we pool the datasets together, using the rbind function. It is necessary to
keep track of the species identity of the data in the pool data frame, so we first check the
specimen sample size in each of the four datasets. The dim function returns the number
of rows and columns of a data frame or matrix. We then index the specimens in pool

accordingly.

> pool <- rbind(rosetta, reticulata, gussevi, kritskyi)

> dim(rosetta) ; dim(reticulata) ; dim(gussevi) ; dim(kritskyi)

[1] 50 30

[1] 80 30

[1] 50 30

[1] 50 30

> index.rosetta <- 1:50

> index.reticulata <- 51:130

> index.gussevi <- 131:180

> index.kritskyi <- 181:230

We use the princomp function, which performs the PCA analysis, with input dataset
pool[,-c(1,2)] (The first two columns in the dataset are not morphometrical variables).

> pool.pca <- princomp(pool[,-c(1,2)])

> summary (pool.pca)

Importance of components:

Comp.1 Comp.2 Comp.3

Standard deviation 43.31403 11.51230268 3.79959207

Proportion of Variance 0.91506 0.06464231 0.00704152

Cumulative Proportion 0.91506 0.97970240 0.98674392

We find out about relative amount of total variation explained by the PCs using the sum-

mary function. Here, PC1 accounts for 92% of the total variation; PC2 accounts for 6%.
Together they explain 98% of the total variation. This means that we can summarise the
information content in 28 variables using just two variables (PC1 and PC2) with negligible
loss of information.

To plot PC2 against PC1, we need compute values for these two PCs; we can see them
by typing pool.pca$scores[,c(1,2)]. To scale them properly so that they center around
0, we need to do some technical stuff.

> lambda <- pool.pca$sdev[1:2] * sqrt(pool.pca$n.obs)

> variable <- t ( t(pool.pca$loadings[,c(1,2)]) * lambda )

> scores <- t ( t(pool.pca$scores[,c(1,2)]) / lambda )

Don’t worry if all the commands seem like mumbo jumbo to you. For the time being, think of
them as a series of commands to achieve the scaling objective. Let’s take a look at variable.
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> round (variable,0)

Comp.1 Comp.2

IL1 -42 -4

OL1 -39 -41

IR1 1 -4

OR1 -9 -30

...

Total.length -604 15

Initial.length -177 68

Initial.width -110 -62

length -6 0

This gives the loadings for the 28 variables. Almost all of them have negative sign for
PC1, so PC1 is always negative. We are going to reverse the signs in the loadings so that
interpretation of both PCs are easy. Thus, PC1 is a positive sum of all the variables, and
can be interpreted as a measure of the overall size of a species in terms of the anchor, bar
and copulatory organ. Similarly, we note that only two variables (total length and initial
length) have relatively larger magnitude with negative sign. We can therefore interpret PC2
as a contrast between the OL, OR and all four bar variables against the total length and
initial length of the copulatory organ.

We are now ready to plot.

> plot(scores[index.rosetta,1], scores[index.rosetta,2],

+ xlab="PC1 (92%)", ylab="PC2 (6%)", pch=0, xlim=c(-.1,.15), ylim=c(-.1,.2))

> points(scores[index.reticulata,1], scores[index.reticulata,2], pch=1)

> points(scores[index.gussevi,1], scores[index.gussevi,2], pch=24)

> points(scores[index.kritskyi,1], scores[index.kritskyi,2], pch=25)

> abline(h=0, lty=3) ; abline(v=0, lty=3)

> legend(0.075, 0.20, cex=0.8, pch=c(0,1,24,25), expression(paste(italic(B. ) ,

+ italic(rosetta)), paste(italic(B. ), italic(reticulata)), paste(italic(B. ),

+ italic(gussevi)), paste(italic(B. ), italic(kritskyi)) ))

The end result is Figure 11. We use the points function to superimpose a new plot on
an existing plot, so that comparison is easy. The abline function adds linear lines on an
existing graph to orient the reader. Finally, the legend function adds a box to the graph
containing legends for the plotting symbols used.
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Figure 11. PCA plot for four Bravohollisia species.

Clearly, we see that the taxonomic classification of these four species on the basis of mor-
phological variation is correct, as specimens belonging to the same species cluster together.
We can learn some other things from the plot. On average, B.kritskyi has the largest size,
since it occupies the rightmost position on the PCA plot; B.reticulata has the smallest, and
the other two have medium size. B. rosetta and B.gussevi cannot be separated on the basis
of PC1, but needs PC2. This means, a gussevi tends to have longer OL, OR and the four
bar variables relative to the total and initial lengths of the copulatory organ (more positive
values). The PCA can be a powerful tool for helping to resolve ambiguities regarding the
taxonomic classification of some specimens. �

Exercise 4: Most biologists need to deal with sequence data analysis in their research
programme, and phylogenetic trees are often used to summarise the evolutionary relation
between different populations or taxa. There are many good packages out there. Some are
free (like Phylip), others require a license (like PAUP). Here, we will use R to construct a phy-
logenetic tree, using the ape (Analyses of Phylogenetics and Evolution) package developed
by Emmanuel Paradis.

The dataset consists of mitochondrial cytochrome oxidase subunit I and II sequence data
from 38 specimens of sarcophagid flies, kindly contributed by Siew Hwa (2010) from the
Zulqarnain lab. To prepare the raw data, we need to align them first. You can do this
using CLUSTALW (which has nice user interface), or MUSCLE, which uses an improved
alignment algorithm. I used the latter for the current exercise. Note that the two algorithms
may return different alignments.
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There are many different methods to build trees. For now, we will just look at distance-
based trees built using the neighbour-joining (NJ) algorithm. Before we begin, make sure
that you have downloaded the ape package and installed it in R. Once that is done, we can
read in the data and then go straight to analysis.

> sarco <- read.dna(file="hwatan.txt", format="fasta")

> d <- dist.dna(sarco, model="TN93", gamma=1)

> sarco.tree <- nj(d)

Our dataset is prepared in the FASTA format, so we need to indicate this to the read.dna

function. After that, we call the dist.dna function, which takes in the data sarco and then
computes a pairwise distance matrix for all the taxa. We can choose the DNA evolution
model in the analysis; in this case, we use the Tamura-Nei model, which allows the substi-
tution and evolution rates (gamma) to vary between nucleotides and sites, respectively. The
nj function takes in the distance matrix d and then estimates an NJ tree.

Take a look at the result by typing plot(sarco.tree). Like any statistic that we cal-
culate, the topology of our tree also has some kind of uncertainty associated with it. How
reliable is it? Does it change if we use another sequence? If so, how much? A commonly
used method to assess the reliability of an estimated topology is the bootstrap support. This
statistic quantifies the percentage where the topology downstream of a node remains un-
changed when we repeatedly resample the nucleotide sites. We would like our tree to show
the bootstrap supports. This is what we have to do:

> proc.time()

> boot.support <- boot.phylo(sarco.tree, sarco, B=10000,

+ function(v) nj(dist.dna(v, model="TN93", gamma=1)))

> rounded.support <- round(boot.support / 10000 * 100, 0)

> plot(sarco.tree, cex=0.8)

> nodelabels(rounded.support, cex=0.7, bg="white", adj=c(1.1,1.1), frame="n")

> add.scale.bar(length=0.01)

> proc.time()

The proc.time function lets us compute the time taken to execute commands issued in
between two such functions, so this gives us an idea how long it would take to do certain
things on the computer. The boot.phylo function does the bootstrapping of sarco; the
number of bootstrap replicates is B. You don’t have to worry about the last argument at the
moment. With experience you will come to understand it. The nodelabels function prints
the bootstrap supports on the nodes. The default does not look great on the estimated tree,
so we change some of the parameters to make it look nice. Finally, we add a scale bar for
the branch lengths to complete the plot. The end result is Figure 12.
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Figure 12. NJ tree for Siew Hwa’s sarcophagid flies.

The support looks quite bad when we move deeper into the phylogeny, so we might want
to restrict our conclusions to clades that show strong support. R can also do maximum
likelihood or parsimony trees. The package to load is phangorn (Phylogenetic analysis in
R), written by Klaus Schliep.

�
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Summary

In this tutorial, we have looked at how some commonly used statistical techniques can
be implemented in R, using suitable datasets. Generally, a piece of research needs to go the
following stages (Altman, 1991):

Planning → Design∗ → Data collection → Data preparation∗ → Analyis∗ → Presentation∗

→ Interpretation → Publication∗

Except the stages unmarked by an asterisk, R can be very helpful in all other stages. For
design, we can use R to calculate sample sizes needed to control the margin of error (radius
of the confidence interval) within a desirable range. R is useful for formatting the dataset
so that it becomes ready for analysis. All sorts of statistical methods can be implemented
in R. The common ones come built-in, while the more sophisticated ones are often available
as packages. We can do all kinds of plots to find out the most effective way to present our
results. Finally, we can make graphs with the .eps extension, which are publication ready
and do not lose their resolution as a result of scaling. Happy experimenting with R!
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