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Data analysis is an integral part of a biologist’s research programme. There are many
commercial softwares that can help the biologist to perform graphical and statistical analyses,
and you probably have tried some of them. The purpose of this tutorial is to introduce to
you a functional computing language and environment for performing statistical analyses
known as R.

What attracts researchers to R? It helps that R has an outstanding suite of functions that
allow virtually all kinds of statistical analyses to be done. It is strong in graphics, capable of
extreme customisation, and allows production of high quality vector graphics for publication
purposes. Some of the best statisticians in the world today maintain R, and an army of
eager fans answer queries in forums. R is also completely free. Casual users of statistics
may grumble that there is no user interface to guide users - this is true. But I hope you will
reserve your judgement until the end of the tutorial.

To become proficient in R, you will need to invest some time to learn how communicate
with it. Learning R is a continuous process - with experience you will find yourself becoming
more efficient and effective at handling data analysis. There are many R books available for
self-learning; and a Google search with the right keywords is frequently helpful for overcoming
tight spots. I recommend Crawley’s (2005) excellent book, which teaches statistics along with
using R.

Getting Started

Download and install R from cran.r-project.org. Once you are comfortable with R,
you will find that the functionality of R can be further enhanced by adding packages. For
now, if you run R, you should be greeted by the following message:

R version 2.12.1 (2010-12-16)

Copyright (C) 2010 The R Foundation for Statistical Computing

ISBN 3-900051-07-0

Platform: i386-pc-mingw32/i386 (32-bit)
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R is free software and comes with ABSOLUTELY NO WARRANTY.

You are welcome to redistribute it under certain conditions.

Type 'license()' or 'licence()' for distribution details.

Natural language support but running in an English locale

R is a collaborative project with many contributors.

Type 'contributors()' for more information and

'citation()' on how to cite R or R packages in publications.

Type 'demo()' for some demos, 'help()' for on-line help, or

'help.start()' for an HTML browser interface to help.

Type 'q()' to quit R.

>

The “>” prompt is where you communicate with R. Feel free to try out suggestions given in
the greeting. For now, let’s try a simple calculation.

> 1 + 2 * 3 - 4

[1] 3

Like a good calculator, it can evaluate mathematical functions.

> sqrt(2)

[1] 1.414214

> sin(pi/4)

[1] 0.7071068

Standard mathematical functions are usually quite intuitive in R. For example, the square
root function is sqrt(), and the sine function is sin(). The function may take in one or
more arguments (input). You can query a function for more details using the prefix ?.

Data structure: Vectors

As you will see, many things are done in R using vectors, so it is important that you
pay attention to it. A vector is a string of variables of the same type (logical, real, integer,
complex, character or raw). Let us create a vector of length 6, and then assign some values
to it.

> x <- c(1,3,2,4,-100,5)

> x

[1] 1 3 2 4 -100 5

> length(x)

[1] 6

The function c stands for “concatenation”, and is used to join a string of values into a vector.
The assignment symbol <- is used for associating a data structure (single values, vectors,
matrices, lists, etc. with a variable, so that you can manipulate it as an object.
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For example, you can sort the elements in x in an ascending order,

> sort(x)

[1] -100 1 2 3 4 5

To multiple all elements in x by 10, we simply type

> x*10

[1] 10 30 20 40 -1000 50

To add 1 to all elements in x,

> x+1

[1] 2 4 3 5 -99 6

Indexing is a nice feature of vectors. For example, the first element of x is 1, and the last is
6. To check,

> x[1] ; x[6]

[1] 1

[1] 5

Note that the semi-colon is used for separating two different commands, if you want to write
them in the same line. Let’s find out which element in x is negative.

> which(x < 0)

[1] 5

How about the largest and smallest integers?

> max(x) ; min(x)

[1] 5

[1] -100

You can also check if the elements in x statisfy a specfied condition.

> x < 0

[1] FALSE FALSE FALSE FALSE TRUE FALSE

Data structure: Data frames and matrices

A data frame is a 2-dimensional data structure with r rows and c columns. Both r and
c are at least 2. An example is the Anderson iris data set iris that comes built-in with R.
The head function allows us to see the first few rows of the matrix, which is helpful if the
matrix is large (you don’t want it to fill up the screen).

> head(iris)

Sepal.Length Sepal.Width Petal.Length Petal.Width Species

1 5.1 3.5 1.4 0.2 setosa

2 4.9 3.0 1.4 0.2 setosa

3 4.7 3.2 1.3 0.2 setosa

4 4.6 3.1 1.5 0.2 setosa

5 5.0 3.6 1.4 0.2 setosa

6 5.4 3.9 1.7 0.4 setosa
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The data frame is closely related to the matrix, with one major difference. The variables in
a data frame can be of mixed type, so you can have metric as well as non-metric variables in
a data frame (e.g. the species column is a “factor” variable; the rest are numeric). R insists
that all variables in a matrix should be of the same type (e.g all numeric, all logical, etc.)

We can refer to the first column variable using iris[,1], the second one using iris[,2],
and so on. Similarly, the row variables can be referred to using iris[1,], iris[2,], etc.
If you wish to refer to the first four columns, then iris[,1:4] will do. Another way to
reference the variables is to use the attach function. Try attach(iris), and then type
Species. To remove the attached data frame, use detach(iris).

Let’s check how many species are there in the data set. You can type iris and look at
the whole data set, or use levels(iris[,5]). The table function gives you the count for
each species. By now, you may be wondering what do the distributions of the width and
length of the petal and sepal look like for each species. We will get to the juicy part later
(plotting). For now, we just want to know the summary statistics of the four flower variables
for Iris setosa.

> iris[ iris[,5] == "setosa", ]

Sepal.Length Sepal.Width Petal.Length Petal.Width Species

1 5.1 3.5 1.4 0.2 setosa

2 4.9 3.0 1.4 0.2 setosa

3 4.7 3.2 1.3 0.2 setosa

4 4.6 3.1 1.5 0.2 setosa

5 5.0 3.6 1.4 0.2 setosa

...

48 4.6 3.2 1.4 0.2 setosa

49 5.3 3.7 1.5 0.2 setosa

50 5.0 3.3 1.4 0.2 setosa

> iris.setosa <- iris[ iris[,5] == "setosa", ]

> summary(iris.setosa)

Sepal.Length Sepal.Width Petal.Length Petal.Width

Min. :4.300 Min. :2.300 Min. :1.000 Min. :0.100

1st Qu.:4.800 1st Qu.:3.200 1st Qu.:1.400 1st Qu.:0.200

Median :5.000 Median :3.400 Median :1.500 Median :0.200

Mean :5.006 Mean :3.428 Mean :1.462 Mean :0.246

3rd Qu.:5.200 3rd Qu.:3.675 3rd Qu.:1.575 3rd Qu.:0.300

Max. :5.800 Max. :4.400 Max. :1.900 Max. :0.600

I have shortened the outputs so that they doesn’t take up too much space here. You will
find that the up-arrow key useful for recycling previous commands, so that you do not need
to type them again. Unfortunately, we don’t see the standard deviation in the summary. To
find it simultaneously for all four variables, we use

> apply(iris.setosa[,-5], 2, sd)

Sepal.Length Sepal.Width Petal.Length Petal.Width

0.3524897 0.3790644 0.1736640 0.1053856
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Note that we have to remove the fifth column, which is a non-metric variable, otherwise R
will complain. The apply function is a very efficient method of repeating some operation
over a matrix. The argument 2 indicates that the function sd will be applied column-wise;
if 1, it does it row-wise.

Data structure: Lists

A list is a collection of data structures such as vectors, data frames or matrices. For
example, if we have two matrices,

> u <- matrix(c(1,2,3,4), 2, 2)

> v <- matrix(c(5,6,7,8,9,10,11,12,13), 3, 3)

> u

[,1] [,2]

[1,] 1 3

[2,] 2 4

> v

[,1] [,2] [,3]

[1,] 5 8 11

[2,] 6 9 12

[3,] 7 10 13

we can create a list,

> list(u,v)

[[1]]

[,1] [,2]

[1,] 1 3

[2,] 2 4

[[2]]

[,1] [,2] [,3]

[1,] 5 8 11

[2,] 6 9 12

[3,] 7 10 13

and then apply the same operation (say finding the determinant) on elements of the list
using the lapply function.
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Thus, we have

> a <- list(u,v)

> lapply(a, det)

[[1]]

[1] -2

[[2]]

[1] 0

You can imagine how efficient the lapply is in processing a long list! Note that it is not
necessary for elements in a list to have the same data structure.

Exploratory Data Analysis using Graphical Plots

Plot, plot, plot - Don’t lose the plot without first checking plots of your data. Plots make
life as a researcher easier because they allow us to detect trends and peculiarities quickly.
Summary statistics sometimes do not reveal these things. Jumping straight into sophisticated
statistical analysis is foolhardy; if the assumptions of a test are violated (avoidable if one looks
at the plots first), then the results may not be easy to interpret (may even be meaningless!).

Let’s look at some very basic plots. Suppose we wish to find out about the distribution
of petal length in Iris setosa. We type

> hist (iris.setosa[,3])

and receive from R, Figure 1,

Histogram of iris.setosa[, 3]
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Figure 1. Histogram of 50 petal lengths in Iris setosa.
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It’s nice to see that the distribution is approximately normal. But the figure feels some-
what incomplete - the title and axes will baffle the reader. We might also want the x-axis to
start from 1 and end at 2, instead of stopping 1.8. Finally, instead of frequencies, we might
want the densities, so that the area of the histogram sums to 1. To fix this, we type

> hist(iris.setosa[,3], prob=TRUE, xlab="Petal length",

+ main="Histogram of Petal Length in Iris setosa", xlim=c(1,2) )

You should now see the changes implemented in the newly generated figure. Instead of a
histogram, you may want to try a plotting a boxplot, using the function boxplot.

The next plot that we can look at is a scatter plot of the petal length against the petal
width. Since flowers usually have a fixed shaped, we would expect to see a linear relationship
between these two variables. First, we try

> plot(iris.setosa[,3], iris.setosa[,4])

R gives us Figure 2.
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Figure 2. Scatter plot of petal length versus petal width in Iris setosa.

Wait a minute - we have 50 data points, but the plot clearly has less! Also, the x and y axes
are of different scale, so it is hard to understand much from this plot. This anomaly is easy
to explain: a two-dimensional plot cannot show stacking, which happens when a coordinate
has more than one data point. To see the stacks, we use the sunflowerplot function.

> sunflowerplot(iris.setosa[,3], iris.setosa[,4], xlim=c(0, 2), ylim=c(0,2),

+ xlab="Petal length", lab="Petal width")

After that, we would like to fit a straight line through the data points, using the least squares
method. Here, we use petal width as the y variable, and petal length as the x variable; the
function lm takes in the two variable as input, and then returns the slope and intercept of
the estimated linear equation.
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> lm(iris.setosa[,4]~iris.setosa[,3])

Call:

lm(formula = iris.setosa[, 4] ~ iris.setosa[, 3])

Coefficients:

(Intercept) iris.setosa[, 3]

-0.04822 0.20125

> abline(a=-0.04822, b=0.20125, lty=2)

We finally superimpose the latter on the sunflower plot using the abline function. The end
result is Figure 3. The rays of a dot indicate the number of observations stacked onto that
dot. We know now that the ratio of petal length to width in our species is about 0.2.
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Figure 3. Sunflower plot of petal length versus petal width in Iris setosa.

The statistical error of this estimate will need to be accounted for. We ask R to give
more details using the summary function:

> summary (lm ( iris.setosa[,4]~iris.setosa[,3]))

Call:

lm(formula = iris.setosa[, 4] ~ iris.setosa[, 3])

Residuals:

Min 1Q Median 3Q Max

-0.15365 -0.05365 -0.03352 0.06632 0.32623
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Coefficients:

Estimate Std. Error t value Pr(>|t|)

(Intercept) -0.04822 0.12164 -0.396 0.6936

iris.setosa[, 3] 0.20125 0.08263 2.435 0.0186 *

---

Signif. codes: 0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1

The results show that the slope estimate (b̂) 0.2 is significantly different from 0, but this is
not what we want to know. A 95% confidence interval (CI) for b is much more informative.
The upper and lower ends of the latter are about two standard errors (±0.16) from b̂, since
the sample size is not too small (otherwise a t-table is needed). The 95% CI for b is therefore
[0.04,0.36]. The large margin of error (radius of the 95% CI) looks bad, so it is unwise to
claim that a length to width ratio of 0.2 for the petal characterises Iris setosa, despite a
“significant” result. A larger sample size (N) is needed. Suppose the desired margin of error
is d. We can roughly estimate the sample as

N =
2(n− 2)

d
(SE(b̂))2 + 2,

where SE(b̂) is the standard error of the estimated slope coefficient, and n is the current
sample size. If we choose d = 0.01, N is a whooping 13112! That is how many flowers you
need to measure if you want to use flower morphometrics to characterise Iris species.

I will close this section by showing a few more plots that I produced using R while working
on some problems. R’s graphical firepower needs to be seen to be believed!
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Figure 4. Principal component analysis (PCA) plot of four Trianchoratus monogenean species.

Figure 4 shows it is possible to separate four different Trianchoratus species on the basis of
multiple morphometric variables of their anchor structure, via a PCA plot (Tan et al., 2010).
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Figure 5. Topology of neighbour-joining (NJ) tree inferred using the Jost measure of genetic distance.

Bootstrap support: 80% and above (green); between 50% and 80% (blue); less than 50% (red).

Figure 5 shows an NJ tree describing the phylogeny of 34 human populations. The data
consist of 835 microsatellite loci from the Human Genome Diversity Project (HGDP) public
database; the distance measure used was Jost’s new measure of genetic difference (Jost,
2008). I indicated the bootstrap support of the nodes in colour because superimposing the
bootstrap values onto the nodes obscures part of the topology.
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Figure 6. Heatmap for summarising association between different restriction sites of the mtDNA in three

human groups.
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Figure 6 is a heatmap that shows the degree of association between 23 enzyme restriction
sites of the mtDNA in three human groups (data from Johnson et al., 1983). Stronger
associations are reddish; weaker ones are yellowish.
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Figure 7. Estimated null homozygote proportions in two Swedish pine populations.

Figure 7 shows a comparison of the proportion of null allele homozygotes in 22 RAPD loci for
pine trees sampled from two locations in Sweden (data from Szmidt et al., 1996). Arranging
the proportions in ascending order for one location and then superimposing those of the other
location makes it easy to detect similarity and differences between the two populations.
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Figure 8. Composition of monogenean parasite species in fish caught in two different months. Note the

distinct switch in the dominant species between the two months.
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Finally, Figure 8 shows the community structure of eight parasite species in terms of their
composition, found in the gills of Pomadasys hasta (data from Chuan, 2009). The fish were
caught during two different months at a fish farm. Note the switch in the species composition,
and the relative stability of the community structure for fish with index 61 and above.

References

Chuan, J. (2010) Ecology and Histopathology of Monogenean Infections on the Gills of Pomadasys hasta
(BLOCH). M.Sc. thesis. University of Malaya: Malaysia.

Crawley, M.J. (2005) Statistics: An Introduction to R. UK: John Wiley.

Johnson, M.J., Wallace, D.C., Ferris, S.D., Rattazzi, M.C. and Cavalli-Sforza, L.L. (1983) Radiation of
human mitochondria DNA types analyzed by restriction endonuclease cleavage pattern. J. Mol. Evol., 19,
255-271.

Szmidt, A.E., Wang, X. and Lu, M. (1996) Empirical assessment of allozyme and RAPD variation in Pinus
sylvestris (L.) using haploid tissue analysis. Heredity, 76, 412-420.

Tan, W.B., Khang, T.F. and Lim, L.H.S. (2010) Morphometric analysis of Trianchoratus Price & Berry, 1966
(Monogenea: Heteronchocleidinae) from Channa spp. (Osteichthyes: Channidae) of Peninsular Malaysia.
Raffles Bulletin of Zoology, 58(1), 165-172.

KTF 2010/2011 January
12


