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Computing is an essential part of bioinformatics. In principle, any programming
language can be used for computational purposes. For this course, we will learn
the R language, which is a free software environment noted for its strength in two
areas: statistical computing and beautiful graphics. It is the language behind the
development of Bioconductor (www.bioconductor.org). Expect your investment in
learning this language to yield high dividends!

Getting Started

Download and install R from cran.r-project.org. Once you are comfortable
with R, you will find that the functionality of R can be further enhanced by adding
packages. For now, if you run R, you should be greeted by the following message:

R version 2.9.2 (2009-08-24)

Copyright (C) 2009 The R Foundation for Statistical Computing

ISBN 3-900051-07-0

R is free software and comes with ABSOLUTELY NO WARRANTY.

You are welcome to redistribute it under certain conditions.

Type 'license()' or 'licence()' for distribution details.

Natural language support but running in an English locale

R is a collaborative project with many contributors.

Type 'contributors()' for more information and'citation()' on how to cite R or R packages in publications.

Type 'demo()' for some demos, 'help()' for on-line help, or'help.start()' for an HTML browser interface to help.

Type 'q()' to quit R.

>
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The “>” prompt is where you communicate with R. Feel free to try out suggestions
given in the greeting. For now, let’s try a simple calculation.

> 1 + 2 * 3 - 4

[1] 3

It can also evaluate mathematical functions, like a good calculator.

> sqrt(2)

[1] 1.414214

> sin(pi/4)

[1] 0.7071068

Standard mathematical functions are usually quite intuitive in R. For example, the
square root function is sqrt(), and the sine function is sin(). The function may
take in one or more arguments (input). You can query a function for more details
using the prefix ?.

Vectors

As you will see, many things are done in R using vectors, so it is important that
you pay attention to it. A vector is a string of variables of the same type (logical,
real, integer, complex, character or raw). Let us create a vector of length 6, and then
assign some values to it.

> x <- c(1,3,2,4,-100,5)

> x

[1] 1 3 2 4 -100 5

> length(x)

[1] 6

You can perform operations on this vector. For example, you can sort the elements
in x in an ascending order,

> sort(x)

[1] -100 1 2 3 4 5

To multiple all elements in x by 10, we simply type

> x*10

[1] 10 30 20 40 -1000 50

To add 1 to all elements in x,

> x+1

[1] 2 4 3 5 -99 6
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Indexing is a nice feature of vectors. For example, the first element of x is 1, and the
last is 6. To check,

> x[1] ; x[6]

[1] 1

[1] 5

Note that the semi-colon is used for separating two different commands, if you want
to write them in the same line. Let’s find out which element in x is negative.

> which(x < 0)

[1] 5

How about the largest and smallest integers?

> max(x) ; min(x)

[1] 5

[1] -100

You can also check if the elements in x statisfy a specfied condition.

> x < 0

[1] FALSE FALSE FALSE FALSE TRUE FALSE

Looping

Repetitive actions can be done using the for and while loop. Let’s look at a
simple example. Suppose wish to find the product of the first 10 positive integers,
that is, 10!. R has a built in command to do this,

> factorial(10)

[1] 3628800

But let’s see how we can write our own function using a loop.

> factorial2 <- function(x) {

+

+ #Starting value

+

+ a <- 1

+

+ # The looping structure

+ for(i in 2:x){

+

+ s <- a*i ; a <- s

+

+ }

+
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+ # Outputs the final variable value

+ return(s)

+

+ }

You do not need to type the “+” signs in front of each line of code. These appear in
the R console just to indicate line breaks. In addition, anything after the “#” sign is
ignored by R, so use it to comment on codes. It is a good practice to insert comments
so that you can quickly remember what a particular line of code does.

Now, check if factorial2(10) gives the same answer as factorial(10). Do a
few more tests with arbitrary integers to compare the results. When you are done,
let’s try writing a similar function using the while loop.

> factorial3 <- function(x) {

+

+ #Starting value

+

+ a <- 1

+

+ #Initialise i

+

+ i <- 1

+

+ # The looping structure

+ while(i <= x){

+

+ s <- a*i ; a <- s

+

+ i <- i+1

+

+ }

+

+ # Outputs the final variable value

+ return(s)

+

+ }

Note that when you use the while loop, you need to create a counter (i in this case),
and update it every time an iteration has been completed. To generate a sequence of
factorials from 1 to 10, you will find the mapply function very handy. This function
takes in another function as argument, and then repeatedly executes the latter for
certain sets of argument.
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> mapply(factorial, 1:10)

[1] 1 2 6 24 120 720 5040

[8] 40320 362880 3628800

Repeat with function arguments factorial2 and factorial3. You should get the
same results.

Learning by Example: The Anderson-Fisher Iris Data

R has several built-in data sets for exploration and experimentation. One of
these is a well-known multivariate data on three species of Iris: I.setosa, I.versicolor,

I.virginica, collected by the American botanist Edgar Anderson. Sir Ronald Fisher,
one of the founders of modern statistics, used this data set to illustrate a statistical
technique known as discriminant analysis.

Take a look at the data by typing “iris” at the command prompt. The “iris” data
set is an example of a data frame, which is basically a matrix with column names.
You can check this using is.data.frame(iris). Try names(iris) to see the variable
names, and check the dimension of the data set using dim(iris). It is always a good
practice to look at summary statistics of a data set. You can find these using the
apply function.

> apply(iris[,1:4], 2, mean)

Sepal.Length Sepal.Width Petal.Length Petal.Width

5.843333 3.057333 3.758000 1.199333

> apply(iris[,1:4], 2, sd)

Sepal.Length Sepal.Width Petal.Length Petal.Width

0.8280661 0.4358663 1.7652982 0.7622377

The first argument of apply is a data set. The second argument indicates the objects
of interests (1 for rows; 2 for columns), and the third argument is a function that
takes in the objects of interests as input.

The square braces indicate particular features of a data frame or matrix. If you
want to look at data in the first row, type iris[1,]; for the first column, type
iris[,1]. Putting a colon between two numbers, like iris[,1:4] means that you
want information on columns 1 to 4. When you type something like iris[1,1], R
understands it as a request for retrieving the data from the 1-1 cell of the data frame.

Would it not be nice if we let a picture tell the story? Let’s summarise the data
graphically using the pairs function, which returns pairwise scatterplots for all four
variables.

> pairs(iris[,1:4],main="Iris Data (red=setosa, green=versicolor,

+ blue=virginica)", pch=21, bg=c("red","green","blue")

+ [unclass(iris$Species)])
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The scatterplots show that petal length and width are highly informative variables
that allow clear separation of I.setosa from the other two Iris species. Interestingly,
it is harder to identify the species using sepal length and width alone because the
distribution of these values in the three species overlap quite substantially.

Don’t worry if you feel overwhelmed by the numerous arguments in the pairs

function. Take some time to find out what those arguments do to the graph, and
experiment with the plot, points and hist functions using the iris data set.
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