
SHGS 6212 LECTURE NOTES

WEEK 4: STATISTICAL ESTIMATION THEORY:
HYPOTHESIS TESTING & COMPUTATIONAL APPROACHES

TO STATISTICAL INFERENCE

PRELIMINARIES

• When statisticians started developing a coherent statistical estimation theory in the
early days, they approached the problem of statistical inference using a standard pro-
cedure in scientific inference known as hypothesis testing.

• The Popperian view of a scientific value of a problem rests on the criterion of falsifia-
bility. The idea is that while we cannot ever prove beyond all doubt that a particular
hypothesis is true, we should be able to exclude the implausible ones using data. So if
we say that a coin is fair (hypothesis), then the fairness of the coin can be questioned
if after 100 tosses, we get only 10 heads. If an hypothesis can continuously withstand
attempts at falsification, then it gains prominence and is usually accorded the status
of a “theory” (although this distinction is somewhat arbitrary).

• Thus, tests of hypotheses lead to dichotomous decision-making - either the data con-
tradict the hypothesis, or they do not. While useful, this simplified view can sometimes
lead to inappropriate actions if blindly followed.

• The shift from hypothesis testing to parameter estimation is becoming increasingly
common when reporting scientific results. Nevertheless, there is still some value in
learning about ideas from statistical hypothesis testing; you will learn to judge when
it is likely to be useful, and when not.

CLASSICAL APPROACH TO NULL HYPOTHESIS TESTING

• Let us begin with an example. Suppose we are interested in the average height of the
population of female students in the university for the year 2010. A similar study was
conducted 10 years ago, and it was found that the Gaussian distribution fitted the data
well (µ̂ = 155, σ̂ = 5). In the absence of other information we shall regard the true
parameter values to be those given by these estimates. We will sample n individuals
randomly, and then compute their sample mean X̄. If X̄ agrees closely with µ, then
intuitively we suspect that nothing (much) has changed. Specifically, we wish to test
the null hypothesis

H0 : µ = 155,

against the alternative hypothesis

H1 : µ ̸= 155.
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This is known as a two-sided test because H1 can be smaller or larger than H0. We
then perform the test using an appropriate test statistic. In this case, we choose to
use

T =
X̄ − µ0

σ/
√
n
,

because under H0, the distribution of T is N(0, 1), so it makes things easy. If our
sample mean is close to µ, and its SE is not too small, then T will be small (in terms
of magnitude). Otherwise, T will be large.

• How extreme is a test statistic value? It turns out that this depends on the level of
significance of the test. In most cases, this is taken to be 5%. This means that if the
test statistic value is greater than 1.96, or smaller than -1.96 (in the rejection region;
see Fig.1), then it is considered extreme under assumption that the null hypothesis is
correct. Thus, observing an unusually large test statistic is more likely a consequence
of a wrong H0, rather than a chance occurrence.

• On the other hand, if our observed test statistic value is within the interval (-1.96,
1.96), then it is not considered unusual under assumption of the null hypothesis. Con-
sequently, we do not reject H0 - the data do not contradict H0.

• The significance level of a test is also called the Type I error probability (α). It is
actually a conditional probability, written as

α = P (Reject H0|H0 is true).

The event {Reject H0} is translated as {T ≥ 1.96} ∪ {T ≤ −1.96} in this case.
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Figure 1. The rejection regions are shaded in grey. Collectively they make up α.
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• It is desirable that a test has low α. So why don’t we just use a test where we set α
to be so small that there is (almost) no chance of committing it? To understand this
issue, we must look at a quantity called Type II error. By definition, the probability
of committing the latter is given by

β = P (do not reject H0|H1is true).

The complement of β
1− β = P (reject H0|H1is true),

is known as the power of a test. Clearly, a desirable test should also have good power,
so that it can reject the wrong null hypothesis given the data.

• For a fixed sample size n, it turns out that making α very small will cause β to become
very large. The converse is also true. Unhappily then, one must then settle for some
value of α one feels is acceptable (like 5%), so that β will not be too high. The only way
to increase power without sacrificing α is to increase n (i.e. collect more information!).
Figure 2 shows the relation between α and β.
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Figure 2. The relation between α and β in a one-sided test. The alternative hypothesis assumes that

µ = 158. The dashed line is the critical value such that the shaded are is α = 0.05. If we try to

decrease α by pushing the dashed lines to the right, then β will increase.

• Alternatively, we can use the so-called p-value approach to do hypothesis tests. Basi-
cally, this involves calculating (for a one-sided test)

p− value = P (T ≥ t|H0 is true),

which is the probability that our test statistic is as extreme or more so than what we
observe from the data, assuming that the null hypothesis is correct. Generally, very
small p-values are taken to indicate that the null hypothesis is untenable.
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• There are large numbers of hypothesis tests for different problems. One of the most
commonly used is Student’s t-test. It is frequently used in problems that require the
testing the equality of means in populations that have a Gaussian distribution. The
test statistic used in this test has the form

T =
X̄ − µ0

S/
√
n
,

where S is the sample standard deviation. This is much more realistic test because it
takes the variation in estimating σ into account. The test statistic has a t-distribution
with n− 1 degrees of freedom.

• Another example is the testing of the fairness of a coin. The null hypothesis is p = 1/2,
and the alternative is p ̸= 1/2 (or p > 1/2 if this is felt to be suitable). The test statistic
is given by

T =
p̂− p0√

p0(1− p0)/n
,

where p̂ is the sample proportion. The distribution of T is approximately N(0, 1). The
approximation is good if np0 > 10.

• The analysis of variance (ANOVA) test is also one of the most commonly used test.
The question of interest is the simultaneous testing of the equality of k means (k > 2).
The null hypothesis is given by

H0 = µ1 = µ2 = µ3 = · · · = µk;

for the alternative hypothesis, the equality is not true for at least one of the µs. An
example of an ANOVA is the testing for treatment effects when several candidate
procedures are available (e.g. we have drug A, drug B and a drug C). If we wish to
claim that one of the treatments gives a different mean response than the rest, then
ANOVA is an appropriate test.

• Example: Suppose we are interested in the efficacy of a new drug in reducing blood
pressure, and there are already two drugs in the market. To see if our drug is more
effective, we can run a double-blind, randomised clinical trial to compare the efficacy of
the three drugs simultaneously (before and after taking the drugs). The data structure
should look something like this

Treatment Data (mmHg) Sample mean
Drug A -5, +4, +10, -26, · · · , +20 x̄A

Drug B -25, -12, +2, +0, · · · , -4 x̄B

Drug C -16, -20, +1, -30, · · · , -27 x̄C

If the three drugs really differ in their efficacy, then the variance of the treatment
effects xA, xB, xC must be larger when compared to the variance within treatment.
The results are usually tabulated in a table as follows.

4



Source of variation degrees of freedom SS MS F -ratio
Between treatments 3 - 1 SSB MSB F = MSB/MSW
Within treatment N - 3 SSW MSW
Total N − 1 = nA + nB + nC − 1 SST

Note that SS refers to the sum of squares, and the mean squares (variance) are com-
puted by dividing SS with its degree of freedom. In addition, it can be shown that
SST = SSB + SSW. If the response is Gaussian (or approximately so) in all treatments
(with equal variance assumption), then the test statistic

F =
MSB

MSW
,

has an F -distribution with numerator and denominator parameters given by 3− 1 and
N − 3, respectively. Intuitively, if we observe a large F -value, then it is unlikely that
the null hypothesis is true. How large is “large” will depend on α and the numerator
and denominator parameters.

• Null hypothesis testing and confidence intervals (CI) are related - if we do not reject
the null hypothesis, then the parameter value assumed under the null hypothesis must
be within the CI. However, the latter gives more information than the results of a null
hypothesis test in the form of effect size.

• Statistical significance may not always correspond to practical significance. We may
have a situation where the H0 : µ0 = 5, and it is rejected at α = 0.05. People will
usually report this as a “statistically significant” result. However, if we know that the
95% CI of µ is [5.1, 5.2], then the result is unlikely to be of practical significance if
decimal accuracy is unimportant.

COMPUTATIONAL APPROACH TO NULL HYPOTHESIS TESTING

• In the preceding section, our test statistics are nice because their distribution cor-
responds to well-studied probability distributions. This was an important issue in
pre-modern computing days, because a simple statistic like the median can neverthe-
less have very complicated distributions. Simply finding the critical values will create
a huge computational problem.

• With modern computing power, we can basically use any reasonable test statistic to
test a particular null hypothesis. This can be done by simulating the distribution of
the latter under the null hypothesis.
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• Let us revisit the average height problem. Suppose we are interested in the median
height, instead of average height. Because of symmetry, the median is equal to µ, so
we test

H0 : median = µ = 155; σ = 5

Now, say that our sample median is 158 (n = 25). Is this value significantly different
from 155? Using R, we can generate the null distribution of the sample median as in
Figure 3.
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Figure 3. A simulated null distribution (10000 iterations) of the sample median, assuming that data

were generated from N(155, 5), n = 25. The p-value is very small, indicating that the population

median is unlikely to be 155.

• Here is another example. Suppose the waiting time for a customer to be served at a
bank counter is exponentially distributed with mean 3 minutes. The pdf is therefore

f(x) =
1

3
e−x/3.

Accordingly, the cdf is given by

F (x) = 1− e−x/3,

so this means that about 96% of customers will not have to wait more than 10 minutes.
One day, a manager performs a check on the waiting time. He notes that out of the 25
customers he had sampled (secretly observed), the longest waiting time is 15 minutes.
Is this an indication that the mean waiting time is no longer 3 minutes? Figure 4 shows
that it is still quite likely that we observe the longest waiting time as 15 minutes or
more, since the p-value is not small enough 0.15.
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Figure 4. A simulated null distribution (10000 iterations) of max{X1, · · · , X25}, assuming that data

were generated from exponetial (λ = 1/3), n = 25. The p-value is quite high, suggesting that the

present data do not contradict the null hypothesis.

• In the preceding two examples, we explicitly specified a null distribution, and used
a simulation approach to generate the distribution of the test statistic. A class of
method known as permutation tests permits hypothesis testing without the need to
specify some null distribution. This is done by exhaustively enumerating all possible
permutations of the data, and then checking the proportion of cases that are as extreme
or more extreme than the observed data.

• As an example, consider the following (real life) example of testing for jury selection
bias against blacks in the USA. The judges are selected according to a scoring scheme,
whereby individuals with positive scores are given priority as candidates. The following
is a sample of scores from a recent evaluation:

−3.4,−0.9,−0.9,+0.1,+0.1,−1.4,−1.8.

One way of testing for discrimination is to assume that under the null hypothesis of
no discrimination, positive signs should be equally likely as negative signs. There are
27 = 128 ways of permuting the signs in the above score, of which four of them are as
extreme, or more extreme than the observed scores. These are

−3.4,−0.9,−0.9,+0.1,+0.1,−1.4,−1.8,

−3.4,−0.9,−0.9,+0.1,−0.1,−1.4,−1.8,

−3.4,−0.9,−0.9,−0.1,+0.1,−1.4,−1.8,

−3.4,−0.9,−0.9,−0.1,−0.1,−1.4,−1.8.

The p-value is therefore 4/128 ≈ 0.03, indicating that absence of discrimination was
unlikely.
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BOOTSTRAPPING FOR STANDARD ERROR & CONFIDENCE INTERVAL

• It is possible to estimate the SE of a parameter estimator using a purely data-driven ap-
proach. All we need to do is to assume that a representative sample has been obtained.
Then, a method known as bootstrapping says that we can estimate SE reasonably well
using the following algorithm:

(1)Generate a bootstrap sample by sampling the observed values x1, x2, · · · , xn with
replacement.
(2)From this bootstrap sample, compute the bootstrap estimate of whatever parameter
we are interested in.
(3)Repeat steps (1) and (2) for k times to generate a distribution of bootstrap esti-
mates. Generally, k = 500 is sufficient.

The SE of the estimator is then given by the standard deviation of the distribution of
bootstrap estimates. We can even construct a 95% bootstrap CI for the parameter of
interest using the 0.025 and 0.975 quantiles of the distribution of bootstrap estimates.

• In the Anderson-Fisher Iris data set, the distribution of sepal length in Iris versicolor
is approximately normal (Fig.5), so we can estimate the SE of X̄ as σ̂/

√
50. This is

about 0.073. A bootstrap estimate of SE yields 0.074, so this is pretty close. For my
particular simulation, it is [5.78, 6.08]. If we use theory, we get [5.79,6.08], which shows
very good agreement.
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Figure 5. Q-Q plot of petal length data for Iris versicolor.

• The advantage of bootstrapping becomes clear in situations where we wish to find
the SE of estimators of population parameters like the median, correlation coefficient,
odds, etc., for which a theoretical approach may be too difficult.
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