
SHGS 6212 LECTURE NOTES

WEEK 2: PROBABILITY DISTRIBUTIONS

PRELIMINARIES

• In general, it may be exhausting to describe a sample space Ω if the elements of
the latter are not numbers. The concept of a random variable makes things easier.
Technically, it is a function that maps events to real numbers (generally), which can
then be assigned a probability measure.

• Example: When we toss a coin, the outcome is either a head (H) or a tail (T). Suppose
we toss a fair coin three times. The sample space Ω is given by

Ω = {HHH,HHT,HTT,HTH, THH, THT, TTH, TTT}

Let us define a function X, which maps subsets of Ω to nonnegative integers as follows.

X({HHH}) = 3;

X({HHT,HTH, THH}) = 2;

X({HTT, THT, TTH}) = 1;

X({TTT}) = 0.

Accordingly, we may assign the following probability measures

P (X = 3) = 1/8;

P (X = 2) = 3/8;

P (X = 1) = 3/8;

P (X = 0) = 1/8.

We say that X is a random variable for the number of heads obtained when a fair coin
is tossed three times.

• Probability distributions can be broadly categorised into discrete or continuous types.
Discrete distributions have probability mass functions (pmf) for describing its prob-
ability distribuions; continuous distributions have probability density functions (pdf)
instead. It is also possible to define a random variable that has both discrete and
continuous components.
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• Example of a continuous random variable: Suppose we choose any number from the
unit interval (0,1). Thus, our number, X, is a continuous random variable. The
probability of the event {X ≤ x} is given by

P (X ≤ x) = x,

which is also known as the distribution function of X (written as F (x)). The derivative
of F (x) is called the probability density function of X; it is usually denoted by f(x).

• We often summarise probability distributions using their mean and variance. The mean
measures central tendency, while variance measures how spread out the distribution is
from the mean.

• For discrete random variables, we define the mean as

E(X) =
∑
x

xP (X = x);

for continuous random variables, we replace summation with integration, and the pmf
with the pdf,

E(X) =

∫ ∞
−∞

xf(x)dx.

The variance is defined as

Var(X) = E(X − E(X))2 = E(X2)− (E(X))2.

The evaluation of the second-order moment of X is similar to that of E(X), with x
replaced by x2.

• Let X and Y be two random variables, and a, b are two constants. Two properties of
the expectation and variance operators are:

E(aX + bY ) = aE(X) + bE(Y ),

Var(aX + bY ) = a2Var(X) + b2Var(Y ) + 2ab Cov(X, Y ).

The covariance of X and Y measures departure from independence, and is defined as

Cov(X, Y ) = E[(X − E(X))(Y − E(Y ))] = E(XY )− E(X)E(Y ).

The product expectation is defined (for discrete distributions) as

E(XY ) =
∑
x

∑
y

xyP (X = x, Y = y),

where P (X = x, Y = y) is the joint pmf of X and Y . As usual, we replace summation
with integration for the case of continuous distributions. If X and Y are independent,
then their covariance is 0. However, the converse is not necessarily true.
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DISCRETE DISTRIBUTIONS

• A uniform (or rectangular) random variable U assigns equal probability to all possible
outcomes of an experiment.

• Example: When we toss a fair die,

P (U = u) = 1/6,

for u = 1, 2, . . . , 6.

• A Bernoulli (or indicator) random variable Y takes value 1 if the outcome of an
experiment belongs to some set A, and 0 if otherwise. Its pmf is given by

P (X = 0) = 1− p ;

P (X = 1) = p.

Its mean and variance are given by

E(Y ) = 0× P (Y = 0) + 1× P (Y = 1) = p;

Var(Y ) = E(Y 2)− (E(Y ))2 = p(1− p)

• Suppose an experiment (such as coin-tossing) has two possible outcomes, say success
and failure. If we repeat this experiment n times, then the number of successes is
a binomial random variable X. What is the pmf of X? Since the n experiments
are independent of one another, the pmf must be proportional to px(1− p)n−x, where
x = 0, 1, 2, . . . , n is the number of successes. Because there are

(
n
x

)
ways to arrange the

x successes, the pmf is just

P (X = x) =

(
n

x

)
px(1− p)n−x.

Note that binomial random variable can be viewed as the sum of n identical and
independent (iid) Bernoulli random variables. Its mean and variance are therefore
easily calculated as

E(X) = E(Y1 + Y2 + · · ·+ Yn) = np;

Var(X) = Var(Y1 + Y2 + · · ·+ Yn) = np(1− p).

• Example: A student goes to an exam totally unprepared. Each of the 30 questions
carries one mark, and there are four possible answers. If he guesses the answers to
each question, then the distribution of his score is given by

P (X = x) =
30!

x!(30− x)!

(
1

4

)x(
3

4

)30−x

.

If the passing mark is 15, it would be surprising that he passed (why?).
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• If we have m > 2 possible outcomes, the binomial distribution generalises to the
multinomial distribution. Let X1, X2, · · · , Xm be the number of counts for the m
possible outcomes in n experiments. The joint distribution of these m random variables
must be proportional to px11 p

x2
2 · · · pxmm , where

∑m
i=1 xi = n, and pi is the probability of

the ith outcome. For each of the i = 1, 2, · · · ,m outcomes, there are

n!

x1!x2! · · · xm!

ways of arrangement, leading to the pmf

P (X1 = x1, · · · , Xm = xm) =
n!∏m
i=1 xi!

m∏
i=1

pxii .

• Example: The game scissors-rock-paper has three possible outcomes: win (W ), lose
(L) or draw (D). Assuming that all three outcomes are equally likely, if we play the
game n times, the distribution of the number of times we win, lose or draw is given by,

P (W = w,L = l, D = d) =
n!

w!l!(n− w − l)!

(
1

3

)n
.

• Suppose within a fixed interval, the rate of occurrence for an event is λ. The number
of occurrences within this interval can be modelled using the Poisson distribution,
which has pmf

P (K = k) =
e−λλk

k!
,

where k = 0, 1, 2, . . .. The mean and variance are given by

E(K) = Var(K) = λ.

• Example: Mutations may occur at a nucleotide site with rate 10−7 per site per year.
Scientists have recently recovered a well-preserved woolly mammoth from the tun-
dra, estimated to be 50 000 years old by carbon dating. Suppose they are interested
in comparing a homologous nuclear sequence of 1000 base pairs between the wooly
mammoth and the present day elephants. If we assume that today’s elephants are
descended from the wooly mammoths, the expected number of nucleotide differences
is 10−7 × 50000× 1000 = 5. Is it unusual if we observe 8 base differences?
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• Let M be the number of trials it takes before we obtain our first success event. Let p
be the success probability. Then, M follows a geometric distribution with pmf given
by

P (M = m) = (1− p)m−1p,

where m = 1, 2, . . .. Its mean and variance are given by

E(M) =
1

p
;

Var(M) =
1− p
p2

.

• Example: To control the population size and make a somewhat traditional population
happy at the same time, a government passes a law that requires couples to stop having
children once they have a son. Assuming that sons and daughters are equally likely,
the distribution of family size is geometric, with pdf given by

P (M = m) =
1

2m
.

Interestingly, the average size of the family is 2, so the population size should stabilise.
Since the standard deviation is

√
2, most families should have 5 or less children. More-

over, we have the counter-intuitive result that the male-female ratio remains at 1 (try
proving it).

CONTINUOUS DISTRIBUTIONS

• If the probability of an event occurring in an interval [a, b] is exactly the same as the
length of that interval, then this event is a uniform random variable (U), with pdf

f(u) =
1

b− a
,

where a ≤ u ≤ b. Its mean and variance are given by

E(U) =
b− a

2
;

Var(U) =
(b− a)2

12
.

• Example: To simulate a Bernoulli random variable with p = 0.3, we draw a random
value uniformly from the interval [0,1]. If this value is less than 0.3, we assign 0 as the
outcome; otherwise, we assign 1.
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• Many random variables, such as examination scores, body height, body weight, error
measurements, etc., are well-approximated by the Gaussian (or normal) distribution.
The latter plays an important role in probability theory. The pdf of a Gaussian random
variable X with mean µ and variance σ2, is given by

f(x) =
1√

2πσ2
exp

{
−(x− µ)2

2σ2

}
,

where −∞ < x <∞.

• Example: The average weight of 40-day chickens raised in farms is approximately
Gaussian distributed, with µ = 2.5kg and σ = 0.1kg. Those raised in villages take
more time to reach the same average weight, and σ tends to be larger (why?).

• The exponential distribution is the contiunuos analogue of the geometric distribution.
In addition, it is often used to model the time taken for an event to occur, such as the
expiry of electrical components and coalescence of two gene lineages. The pdf of an
exponential random variable X is given by

f(x) = λ exp(−λx),

where x > 0, and λ > 0 is the rate parameter. Its mean and variance are given by

E(X) =
1

λ
;

Var(X) =
1

λ2
.

• Example: The distribution of time to coalescence between two gene lineages is approx-
imately exponential with λ = 1/(2n), where n is the number of population size.

• The beta distribution is one of the most commonly used continuous distribution with
the unit interval as its domain. It is also frequently used in Bayesian statistics as a
prior distribution. The beta random variable Y has pdf given by

f(y) =
1

B(a, b)
ya−1(1− y)b−1,

where 0 < y < 1 and a, b are parameters that control the shape of the distribution.
The beta function B(a, b) is a ratio of gamma functions,

B(a, b) =
Γ(a)Γ(b)

Γ(a+ b)
.
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In general, Γ(a) requires numerical evaluation, except when a is a positive integer, in
which

Γ(a) = (a− 1)!.

Its mean and variance are given by

E(Y ) =
a

a+ b
;

Var(Y ) =
ab

(a+ b)2(a+ b+ 1)
.

• Example: The eminent population geneticist Sewall Wright showed that, when the
effects of random drift and mutation balance each other, the distribution of gene fre-
quencies (for a two-allele locus) follow a beta distribution, with a = 4nµ and b = 4nν,
where µ and ν are the forward and backward mutation probabilities, respectively, and
n is the population size.
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