
SHGS 6212 LECTURE NOTES

WEEK 10: DISCRETE MARKOV MODELS (2)

HIDDEN MARKOV MODELS (HMM)

• Consider a coin-tossing experiment, where we use a fair coin (P (H) = P (T ) = 1/2).
After tossing the coin ten times, we might get something like

HTTHTHHHTH.

• Suppose we have another coin, which is biased (P (H) = 9/10;P (T ) = 1/10). This
means we can generate sequences of heads and tails using two different types of coins.
Let µ be the probability that we switch from a fair to biased coin, and ν the probability
that we switch from a biased to a fair coin.

• Suppose we observed the preceding sequence. Can we infer the sequence of coin type
used to generate these observations? Is it

FFFFFFFFFFF,

or
BBBBBBBBBBB,

or
FFFFFBBBFF?

• To infer the sequence of coin types, we use a class of Markov model known as Hid-
den Markov Models (HMM). In the coin-tossing experiment, the hidden states are
the coin type used, which we cannot observe but hope to infer. The best inferred
sequence (called the state path) is taken to be the one that maximises the likelihood
of observing it.

• HMM are extensively used in bioinformatics research. An example is the detection of
CpG islands from a DNA sequence. The following subsequence

CCGGCGCGGCGGCGCGC,

within a longer DNA sequence appears to be a CpG island. On the other hand, it
is also possible that the resemblance to CpG island is a mere coincidence. The two
hidden states are + (CpG origin) and - (non CpG origin). If the state sequence with
highest likelihood is

+−−−−−−−−−−−−+−+−,

then it seems likely that we have found a CpG island and further experiments can be
done to verify if the predication from HMM was accurate. This is useful because CpG
islands often occur near transcription start sites.
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THE VITERBI ALGORITHM

• One useful way of thinking about a HMM is to think of it as a switching process between
different states, with each state “emitting” a particular observation. An emission
probability is associated with the latter. Thus, the joint probability of an observed
sequence x and the state path π is given by

P (x,π) = (P (π1|B)× eπ1(xi))
n∏

i=2

eπi
(xj)P (πi|πi−1)P (E|πn).

• Example: For the coin-tossing experiment, let µ = 0.1 (that is, P (B|F ) = 0.1 so
P (F |F ) = 0.9), and ν = 0.8 (P (F |B) = 0.8; P (B|B) = 0.2). Let P (π1|B) be the
probability of starting with a particular coin. If we suppose it is equally likely to begin
with a biased or fair coin, then P (B|B) = P (F |B) = 0.5. Writing in terms of emission
probabilities, we have, for a fair coin,

eF (H) = eF (T ) = 0.5;

for a biased coin,
eB(H) = 0.9; eB(T ) = 0.1.

The probability that the observed sequence

HHH

comes from FFF is given by

P (HHH,FFF ) = (0.5× eF (H))× (eF (H)× P (F |F ))× (eF (H)× P (F |F ))

×P (E|F ).

If we suppose that the probability of ending with a fair coin is the same as the proba-
bility of ending with a biased coin, then P (E|F ) = P (E|B) = 0.5, and we can compute

P (HHH,FFF ) = (0.5× 0.5)(0.5× 0.9)(0.5× 0.9)× 0.5 = 0.0253125.

Similarly, we can calculate the joint probability for the other seven possible state paths.
For example,

P (HHH,BBB) = (0.9× 0.5)(0.9× 0.2)(0.9× 0.2)× 0.5 = 0.00729.

Clearly, FFF is more likely than BBB to have generated the observation HHH. By
comparing all such joint probabilities, we can then determine the most likely state path.
Often, the probabilities are log-transformed to ensure numerical stability (avoiding
underflow), particularly when many probabilities are multiplied.
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• The evaluation of the likelihood of all possible state paths is not a feasible solution,
when n is even modestly large. For example, in the case of a DNA sequence of length
100 with two hidden states, there are altogether 2100 (about 1030) possible state paths.
It would take years to evaluate all these paths even if it took only 10−9 seconds to
evaluate one state path.

• Fortunately, there is no need to evaluate all possible state paths. If we just confine the
search to state paths with high likelihood, then a practical solution can be found. For
HMM, this can be done using the Viterbi algorithm.

• It is easier to understand the Viterbi using the coin-tossing example with fair and
biased coins (observed sequence HHH). In the beginning, we calculate

vF (1) = P (F |B)eF (H)

vB(1) = P (F |B)eF (H).

For the second step, we calculate

vF (2) = max
{F,B}

{vF (1)P (F |F ), vB(1)P (F |B)}eF (H)

vB(2) = max
{F,B}

{vF (1)P (B|F ), vB(1)P (B|B)}eB(H).

For the third step, we calculate

vF (3) = max
{F,B}

{vF (2)P (F |F ), vB(2)P (F |B)}eF (H)

vB(3) = max
{F,B}

{vF (2)P (B|F ), vB(2)P (B|B)}eB(H).

The number of steps is just the length of the sequence, so the algorithm terminates
here. The most likely state path is the path that leads to the larger value between
vF (3) and vB(3) (sketch sample calculation below).
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THE BAUM-WELCH ALGORITHM & APPLICATIONS OF HMM

• The Viterbi algorithm is an example of a decoding algorithm, which attempts to recover
the initial signals, given the observed (distorted) data. This is done assuming that we
know the parameters of the HMM correctly (i.e. the emission probabilities and state
change probabilities).

• On the other hand, we may not know the parameters of the HMM that generated our
observed data. Nevertheless, we still wish to estimate the state path. This can be done
using the Baum-Welch Algorithm, which is an EM algorithm applied to HMM.

• Although we won’t be learning the details of this algorithm in this course, whenever
you hear people talking about this algorithm, then you know they are estimating the
most likely state path for their observed sequence data, using HMM.

• In computational biology, HMM have been applied to the problem of gene finding. Sev-
eral programs are available for this purpose, such as HMMGene (http://www.cbs.dtu.
dk/services/HMMgene) and GeneID (http://genome.crg.es/geneid.html). In such
problems, the data is an observed sequence. A DNA nucleotide can be “emitted” from
a coding or noncoding region (the hidden states), so it is natural to use HMM to predict
regions in the genome that are likely to be coding regions.

KTF 2010/2011(2)
4


